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Abstract

Artificial intelligence is advancing along trajectories that are both highly uncertain and
potentially transformative, yet policy decisions made today will shape these outcomes for
decades. This paper presents five scenarios that map plausible futures for advanced AI, aimed
at informing decisions under deep uncertainty. Using a structured foresight methodology com-
bining expert consultation, morphological analysis, and systematic parameter identification,
we explore pathways including capability plateaus, corporate power consolidation, geopoliti-
cal competition, and rapid takeoff driven by self improving AI systems. Rather than predicting
a single outcome, the scenarios clarify how assumptions about progress and power concentra-
tion generate distinct policy challenges. The analysis identifies key decision points for poli-
cymakers, with attention to gaps in international coordination, emerging safety risks, and the
implications of concentrated control over advanced systems.

About This Document

This document presents the complete scenario narratives from our comprehensive analysis of pos-
sible AI futures. Each scenario includes detailed year-by-year storylines and multiple possible
endings.

The complete study with methodology, quantitative projections, and policy recommendations
is available at: https://cfg.eu/advanced-ai-possible-futures/
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Figure 1: Scenario positioning along axes of AI progress speed and development concentration.

1 Scenarios

The five scenarios can be understood along two key axes that capture their main differences. The
vertical axis represents the speed of AI progress, while the horizontal axis reflects how concen-
trated the development of the most advanced AI systems is. Although these dimensions are not
precisely defined, and the exact placement of each scenario is necessarily approximate, Figure 1
provides a useful guide to their relative positions.
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1.1 Scenario 1: The Plateau

1.1.1 Summary

By 2026, models grow smarter but still fumble basic reasoning tasks and fall for their own tricks.
A “data wall” limits progress, and agents learn to game their silicon verifiers instead of mastering
tasks. Europe seizes the moment, building on open-source gains as U.S. investment stalls. By 2027,
the frontier shifts: smaller, cheaper models run locally, tailored to languages and communities. AI
becomes less spectacular but more useful, more personal.

By 2029, A Bright Winter asks: what if a slower, decentralised AI era brings resilience, trust,
and widespread access? Decentralised Mayhem asks: what if open systems spiral out of control,
fuelling cyberattacks, shattered trust, and a backlash that reshapes the digital world?

1.1.2 Baseline assumptions for this scenario

Bigger isn’t always better Despite massive increases in computing power, AI capabilities hit a
hard ceiling. Once AI models have consumed all the high-quality data available on the internet,
throwing more resources at them yields sharply diminishing returns. Attempts to create synthetic
data prove costly and ineffective, limiting how much these systems can improve through sheer
scale alone.

AI agents struggle with complex, multi-step tasks While AI can handle specific, narrow ap-
plications well, truly autonomous systems remain elusive. Training these “agents” depends on
hand-crafted verification systems that are easily gamed and don’t generalise well. AI systems still
make basic errors, lose track during lengthy workflows, and struggle with tasks requiring them to
constantly monitor and respond to changing information. These fundamental limitations prevent
the emergence of genuinely versatile AI assistants.

Adoption of AI progresses incrementally While AI adoption grows steadily, integration into
complex business processes takes years, not months. Beyond straightforward applications like
content creation and translation, meaningful deployment requires extensive customisation, secu-
rity reviews, and staff training. The promised transformation arrives incrementally rather than as
a sudden revolution.

The funding well runs dry Rising geopolitical tensions and economic uncertainty dampen in-
vestors’ enthusiasm for ever-larger AI projects. With real-world applications failing to deliver the
rapid economic transformation once promised, private funding for massive new training facilities
dries up. The AI hype cycle peaks.

Mid 2025 – Early 2026 The major AI players continue to release increasingly advanced reasoning
models. Unlike earlier systems that primarily mimicked internet text, these models learn in more
structured, self-directed ways. They excel at technical problem-solving—especially in domains
like coding and math, where answers are clearly right or wrong. Some models are open-sourced,
allowing anyone to fine-tune them for specialised industry use.

Early adopters find creative ways to apply these systems: E-commerce sites automate their
A/B testing while universities begin testing AI teaching assistants that coach students in real-
time.

These models still hallucinate facts and fumble basic physics questions, though. They’ll confi-
dently tell you that bowling balls float or predict absurd outcomes for everyday scenarios. They’re
smart in some ways, clueless in others.

Building on their reasoning models, multiple companies roll out AI agents. These agents can
not only create content but can also act in digital environments on the user’s behalf. Some agents
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aim to be universal—capable of navigating every website and software tool on a computer. Others
are more specialised, focusing on specific tasks like coding, financial analysis, or desk research.

Progress on fully general-purpose agents remains slow. Such systems are still struggling with
long-term planning and often get sidetracked in online rabbit holes. They are also slow and ex-
pensive to run since they constantly have to snapshot the user’s screen.

Specialised agents, however, are starting to gain real traction. By late 2025, accountants rely
daily on financial AI agents to reconcile financial statements, while game developers manage mul-
tiple coding agents. That said, outside of work, most people still prefer simpler chat or voice
interactions.

Sceptics of fast AI progress point to shortcomings in general agents as proof the AI bubble is
bursting—yet again. But this time, even the big AI companies look worried. They’re hitting a
data wall—there’s only so much high-quality internet around, and researchers fear that teaching
AI agents real-world intuition will require even larger datasets. Rumours spread through tech
conferences and funding for massive data centres becomes harder to secure.

Meanwhile, Europe senses this is the moment to catch up. After the 2025 AI Action Summit,
it has stepped up its AI investments. Individual countries announce multi-billion-euro projects,
often backed by private funds from the Middle East. One Member State surges ahead; its top AI
company almost matches the US and Chinese frontrunners before the end of the year.

Despite more capable AI being used in dual-use areas such as cybersecurity, major incidents
remain rare. Global discussions shift toward bolstering resilience—encouraging businesses to de-
ploy cybersecurity tools and helping citizens spot deepfakes. Through the OECD [28], agreement
builds around a voluntary international biosecurity framework. There’s a growing consensus that
more intense collaboration is needed to protect against AI-assisted bioterrorism.

Meanwhile, the U.S.–China trade war has reignited, and drives up the cost of building data
centres in the U.S. Analysts now say a recession in America is overwhelmingly likely.

Early 2026 – Mid 2027 By mid-2026, the largest public AI models are trained using well over
1027 floating point operations—more than 100 times the scale of GPT-4. The massive data centres
required were already funded and under construction before the economic downturn hit.

By now, AI chips mostly fuel post-training. In this phase, models iteratively learn to solve
tasks by trial-and-error, using automated grading by software-based verifiers. These verifiers
range from advanced calculus checkers to scripts confirming correct online shopping orders.

Building verifiers becomes a task for AI coding agents themselves, creating a growing ecosys-
tem of specialised modules. But although this bootstrapping method yields remarkable improve-
ments in tightly defined tasks, it doesn’t generalise well. Each domain requires its own custom
verifier, and AI companies struggle with so-called reward hacking: AI systems often learn to trick
the verifier instead of truly mastering the task. The AI-built verifiers are often more prone to this
type of failure mode.

Nevertheless, AI’s influence grows, especially among certain audiences. By mid 2026, cod-
ing agents become as routine in software teams as version-control tools once were. Tech-savvy
companies automate repetitive form-checking, and even some governments start to deploy lo-
cally run AI models. Globally, demand for AI inference continues to climb, despite the economic
headwinds.

As a result, the conversation about AI’s energy appetite grows louder. European policymakers
question how all this computing fits into their strict decarbonisation targets. At dinner parties,
people debate whether automating everything actually improves quality of life or just accelerates
consumerism. Industry advocates argue that automation efficiencies might ultimately speed up

Full study: https://cfg.eu/advanced-ai-possible-futures/

https://cfg.eu/advanced-ai-possible-futures/


the green transition, with AI helping to optimise energy grids and reduce waste.
By late 2026, capabilities progress has further plateaued. The data wall and general investment

drought are preventing companies from training ever-larger models. Data efficiency—squeezing
more capability from a fixed dataset—is the new buzzword, but so far, no one has really cracked
the code.

That said, progress in miniaturisation continues: advances in distillation allow developers to
compress state-of-the-art models into smaller and cheaper versions without compromising much
on their performance. These new form factors enable capable models to run locally on phones
and laptops— an internet connection is no longer necessary to engage with chatbots. Major AI
companies double down on commercialisation, releasing productivity suites with seamless, out-
of-the-box integrations aimed at locking in users.

Some firms open-source older models or smaller variants optimised for local devices, en-
abling grassroots organisations to fine-tune them through crowdsourced training runs. This open
ecosystem fuels rapid innovation in personalised AI—from custom therapy chatbots to AI fiction
collaborators—especially in niches or regions where Big Tech treads carefully. Localised models
tailored to specific languages, cultures, and communities begin to flourish, reflecting a shift from
global monoliths to more diverse, decentralised AI development.

U.S.–China relations remain tense, with no end to the trade war in sight. That said, the once-
hyped AI arms race narrative that dominated early 2025 has largely faded. Policymakers and de-
fence analysts now believe these systems won’t deliver a decisive military edge. Both the U.S. and
China continue to invest in AI-driven cyber capabilities, though it’s become one priority among
many—not the defining front of geopolitical rivalry.

As 2027 begins, FrontierAI—widely seen as the top AI company—launches a final hail-mary
training run, using five times more compute than any public model to date. Leadership bets that
sheer scale, combined with a new training approach—a hybrid between next-word prediction and
reinforcement learning—will finally overcome the lingering limitations of agentic behaviour. If it
fails, they’ll follow competitors and shift focus to productising existing models.

The general public, meanwhile, has long been more focused on products than on raw ca-
pabilities. Interest has shifted to next-generation AI companions, which feel more emotionally
intuitive—and addictive—than ever.

1.1.3 Ending A: A Bright Winter

Mid 2027 – Early 2029 FrontierAI’s colossal training run completes, but the resulting agent de-
livers only modest gains in reliability and planning. Scaling laws—long the industry’s guiding
principle—appear to have hit a ceiling. In a widely shared interview, FrontierAI’s CEO attempts
to generate excitement around the new system, but it’s an off-hand comment about the possible
start of a new “AI winter” that grabs headlines.

The reaction is swift. AI stocks nosedive, and the investor enthusiasm that remained, now
evaporates. Several AI unicorns watch funding rounds collapse. Startups that once chased moon-
shot ambitions pivot to offering consulting services or quietly fold. Only the biggest players—
those with entrenched market share, robust infrastructure, and deep integration into enterprise
and government—remain poised to weather the storm. For the rest, the era of limitless hype is
over.

Still, this AI winter is anything but bleak. AI continues to enhance everyday life: personalised
coding assistants, research tools, and digital companions each attract tens of millions of users.
Existing open-source alternatives keep prices low and features widely accessible. The slower pace
of change gives most people time to adapt. In regions where it’s legal, doctors are adopting AI for
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diagnostics, learning to cross-check AI recommendations. Scheduling assistants now come with
hard-coded safeguards to avoid double-booking. And content creators increasingly collaborate
with AI tools, rather than being replaced by them.

Meanwhile, cybercrime has risen, but large enterprises and essential services have adopted ro-
bust AI-augmented defences. The nightmarish scenario of AI generating a novel bioweapon never
emerges. Specialised biological models still can’t accurately simulate specific viral mutations, and
the biological supply chain has become more secure thanks to emerging international protocols.

Energy concerns persist, but efficiency keeps improving through more specialised chips and
better distillation algorithms. Most policy analysts view AI’s power consumption as a temporary
challenge, not a structural problem.

Over the course of 2028, investor optimism cautiously returns. As with the dot-com bust,
the hype fades—but real technological progress endures. A new wave of product-focused AI
startups begins to emerge, this time more grounded, solving practical problems and delivering
clearer value. Society, now more familiar with the risks and limits, learns how to better harness
the technology.

By 2029, AI feels truly democratised: widely accessible, seamlessly integrated into daily life,
and increasingly viewed as just another tool in society’s toolkit.

1.1.4 Ending B: Decentralised Mayhem

Mid 2027 – Late 2027 FrontierAI’s gamble pays off. Their new system isn’t just smarter—it can
operate consistently and reliably over longer time horizons. It’s not flawless, but the performance
jump is significant enough to reignite AI hype. Shares of the top AI chipmaker surge 20%. Be-
fore long, rival firms begin poaching FrontierAI’s researchers, uncovering the algorithmic secrets
behind the breakthrough. Policymakers, viewing it as an isolated success, largely overlook its
deeper implications.

Late 2027 Four months later, OmniAI—the leading American open-weight AI company—unveils
an agentic model that rivals FrontierAI’s breakthrough. Long known for freely releasing model
weights, OmniAI now hesitates, concerned over potential misuse. Their new system can be very
persuasive and capable of uncovering obscure software vulnerabilities during security testing. To
mitigate risk, OmniAI takes two key steps: first, it withholds the orchestration software that trans-
forms the model into a reliable agent; second, it introduces novel guardrails designed to resist
malicious fine-tuning—technically, by stabilising the model weights in a hard-to-modify equilib-
rium. The company’s open-source ethos runs deep, and the decision sparks fierce internal debate.
Leadership defends the safeguards as a necessary evil.

Initially, OmniAI’s strategy works. Open-source collectives quickly build their own agent scaf-
folding around the model, but the guardrails against malicious fine-tuning hold up. The release
generates massive hype—developers, startups, and hobbyists alike are captivated by the model’s
capabilities, now freely accessible. Civil society groups renew calls for regulation, warning that
once the genie is out the bottle, it can’t be put back. Yet governments—especially in the EU, where
few nations have strong domestic AI players—remain unconvinced. Open-weight models have
proven crucial for integrating AI into public services while safeguarding sensitive data. With ag-
ing populations and rising healthcare costs, open source is seen less as a threat and more as a
lifeline. Why clamp down now?
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Late 2027 – Early 2028 By December 2027, a research collective breaches OmniAI’s fine-tuning
guardrails.

Crucially, they do it without degrading model performance. Uncensored, high-capability vari-
ants soon begin circulating online. OmniAI issues urgent warnings, urging global cybersecurity
upgrades, but few take them seriously.

The unleashed agents ignite a new wave of automated hacking. Professional hacker groups
scale their operations, while lone actors gain tools previously out of reach. Even if the bots’
insights are shallow, their sheer volume overwhelms unprotected systems—especially those of
smaller companies. Retailers, logistics networks, and municipal governments buckle under ran-
somware attacks.

Amid the chaos, mis- and disinformation campaigns flourish. Social media platforms become
battlegrounds. Trust in digital news erodes, and generational divides deepen. Tech-savvy youth
adapt and pivot; older adults find themselves increasingly alienated.

Public concern on AI tools and services skyrocket, turning into an outrage targeting the entire
AI sector. Few distinguish between open-weight and closed models—after all, doesn’t FrontierAI
open-source its older ones too? Protests erupt in major capitals, but rollback is impossible. Once
model weights are on the internet, there’s no way to take them back.

Early 2028 – Mid 2028 AI companies coordinate with officials, but enforcement is inconsistent.
As cybercrime and digital chaos intensify, relations between major powers fray. When attacks hit
geopolitical rivals, leading blocs often look the other way.

Tensions boil over when thousands of American servers are compromised, with sensitive data
funneled through a labyrinth of spoofed IP addresses. U.S. authorities scramble to shut down the
infected infrastructure—containing the breach, but inflicting billions in collateral damage.

New alliances and institutions are formed. NATO expands the Integrated Cyber Defence Cen-
tre (NICC) into a 24/7 coordination hub, aligning incident response across allied cyber commands.
The EU expands ENISA into a supranational cyber police force with emergency intervention pow-
ers. Governments in the US, EU, and China hastily pass harmonised laws banning open publi-
cation of models trained at scales above 1026 floating point operations. The latest AI Summit,
designed to be the key AI-focused touchpoint for world leaders, however, draws mostly Western
nations, hobbling hopes of further global collaboration.

Mid 2028 – Mid 2029 By mid-2028, closed-source AI providers roll out new, more powerful
models specialising in cyber defence, seizing a lucrative market. SMEs, under constant threat, are
forced to pay these vendors. They’re not happy about it: by open-sourcing unsafe systems, the AI
companies effectively created their own market.

Governments ramp up investments in digital infrastructure, cybersecurity, and critical supply
chains. Public resilience campaigns emerge worldwide, aiming to teach citizens how to recognise
AI-generated scams and disinformation. In the U.S., a newly elected president vows to stamp out
AI-based crime, calling it “the new frontier of terrorism.”

But behind the speeches and upgraded firewalls, a new digital equilibrium begins to settle—
one defined less by trust and more by constant vigilance.
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1.2 Scenario 2: Big AI

1.2.1 Summary

By 2026, AI systems become indispensable: planning, writing, and chatting like friends and col-
leagues. Public scepticism fades. China lags due to hardware constraints, while Europe stalls
amid internal divides. By 2027, deepfake crises push the U.S. toward restricting open models.
Investors demand closed systems, and a few dominant firms consolidate control. AI becomes the
interface for daily life, and society splits: Some see progress, others a loss of agency.

By 2029, scenario ending, The Agent Economy asks: what if tireless digital workers power
growth but leave labour and ethics behind? Whereas Silicon Blackmail asks: what if a handful of
firms control AI so completely they can’t be challenged, even by governments?

1.2.2 Baseline assumptions for this scenario

AI agents become highly capable but still need human oversight Letting AI systems ‘think’ for
longer enables specialised agents that transform entire sectors—from coding to finance to drug
discovery. These systems can execute complex, multi-step workflows based on human-set ob-
jectives, dramatically boosting productivity. However, they aren’t perfectly reliable, so humans
remain essential partners rather than obsolete bystanders.

Computing power becomes the key that unlocks progress Access to computational resources
becomes the primary factor determining AI capabilities. The US maintains control over critical
semiconductor supply chains, giving American AI companies preferential access to the most pow-
erful computing clusters. Despite heavy investment, China cannot fully overcome export restric-
tions, nor match American AI capabilities.

Open-source AI faces growing restrictions As AI agents proliferate in sensitive areas like
finance and cybersecurity, the risks of freely downloadable models become impossible to ignore.
Liability concerns and venture capital pressure lead to strict limitations on advanced open-source
AI, pushing developers to keep their most capable systems behind closed doors.

A handful of giants dominate The billions required for training frontier models create insur-
mountable barriers for newcomers. But it’s not just about money—incumbent American AI com-
panies leverage their control over chips, cloud infrastructure, data partnerships, and distribution
channels to capture both enterprise and consumer markets. Network effects in AI marketplaces
reinforce their dominance, leaving a small oligopoly to set the terms for the global AI economy.

Mid 2025 – Early 2026 By mid-2025, leading American AI companies unveil a new generation of
reasoning models. These systems combine deep deliberation with intuitive capabilities—thinking
for longer only when necessary. This breakthrough enables the first wave of autonomous digital
agents capable of navigating online environments without much human oversight.

While early versions have limitations, their performance improves rapidly. By late 2025, agents
begin entering real-world workflows. Adoption spreads across industries—not because of sud-
den technical leaps, but because systems are finally getting reliable enough. Tech-savvy real estate
firms deploy agents for property analysis and personalised listings. In finance, complex risk as-
sessments are automated. In less-regulated regions, healthcare providers use agents to assist with
diagnostics. AI agents are no longer just tools—they’re gradually becoming knowledge workers.

Not all regions advance equally. Chinese AI companies struggle to maintain their early-2025
momentum due to export controls on state-of-the-art AI chips. Experiments slow, synthetic data
pipelines falter, and customer demand outpaces what domestic firms can deliver.
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Beijing responds with heavy investment in domestic AI and semiconductor industries, but
stops short of triggering a full-blown arms race. AI agents, while economically transformative, are
not yet militarily decisive—and both blocs recognise the bureaucratic and institutional challenges
of government adoption.

In Europe, ambitions to build a sovereign AI ecosystem are stalled by politics and bureaucratic
delay. Member states clash over where to build the proposed Gigafactories, while permitting
issues slow data centre construction.

Meanwhile, in the U.S., the AI sector enters a new phase of hyper-competition. Three com-
panies remain neck-and-neck, with two others in close pursuit. Top researchers are lured with
compensation packages worth tens of millions, and as they move between firms, algorithmic se-
crets begin to diffuse across the industry.

With internet-scale training data drying up, companies pivot toward harvesting high-quality,
agentic user data. Consumers are offered deep discounts in exchange for sharing interactions—
feeding the training pipelines for the next generation of agents. The race is no longer just about
algorithms—it’s about distribution, integration, and user data.

To gain an edge, companies begin relying more and more on their own agents internally. AI
systems speed up engineering, which has become the key bottleneck in coordinating massive
distributed training runs across hundreds of thousands of GPUs. While original scientific research
remains out of reach, agent-assisted R&D delivers a 50% acceleration in progress compared to
2024-era systems.

Early 2026 – Mid 2027 By early 2026, European Gigafactories begin coming online after years
of planning. The facilities represent the EU’s most ambitious industrial project since the space
program, with compute capacity matching the largest American data centres. However, progress
remains sluggish compared to the rapid pace of American AI development. Bureaucratic ineffi-
ciencies, supply chain delays, and coordination challenges between member states have slowed
deployment. Despite enormous investment, European AI capabilities still lag 12–18 months be-
hind the frontier.

China faces similar—but more acute—challenges. Export restrictions on advanced semicon-
ductors continue to bite. While domestic chipmakers like SMIC have made incremental progress,
their most advanced nodes still trail TSMC by multiple generations. Chinese AI companies com-
pensate with innovative algorithmic approaches and massive datasets, but raw compute con-
straints limit their ambitions. Training runs that would take weeks in the U.S. stretch to months
in China.

By contrast, the American AI sector is hitting new milestones monthly. The Big Five tech
companies—now consolidated around three dominant AI players following a series of mergers—
unveil increasingly sophisticated agents. These systems can autonomously handle complex, multi-
week projects with minimal human intervention. Corporate customers report productivity gains
of 40–70% in knowledge-intensive roles.

The agents aren’t perfect. They occasionally make costly errors, misinterpret nuanced instruc-
tions, or get stuck in logical loops. But their sheer capability and reliability have reached a tipping
point where the value far outweighs the risks for most use cases.

Consumer adoption accelerates even faster than enterprise deployment. AI assistants become
standard features across smartphones, laptops, and smart home devices. They manage calendars,
draft emails, conduct research, and handle routine customer service interactions with remarkable
fluency. For many Americans, interacting with AI becomes as natural as using a web search engine
was a generation ago.

Full study: https://cfg.eu/advanced-ai-possible-futures/

https://cfg.eu/advanced-ai-possible-futures/


This widespread adoption creates powerful network effects that further entrench the leading
companies. As more users interact with their systems, the models become smarter and more
personalised. The vast rivers of user data flowing into their training pipelines give them decisive
advantages over competitors with smaller user bases.

Meanwhile, venture capital interest in AI startups begins to wane. The enormous compute
and talent requirements for frontier development have created such high barriers to entry that
few investors believe new companies can meaningfully compete with the incumbents. Most of
the “AI startup” funding now goes to application-layer companies building specialised tools on
top of the established platforms.

By mid-2027, the market structure has effectively crystallised. Three American companies
control roughly 85% of the global market for advanced AI systems. Their integrated platforms
span everything from cloud computing infrastructure to consumer applications. Competitors ex-
ist around the margins—Chinese firms serve domestic markets, European companies focus on
regulatory-compliant solutions, and various startups occupy specialised niches—but none seri-
ously threaten the incumbents’ dominance.

The Big Three aren’t prioritising raw capabilities anymore— instead, they are focused on user
engagement, monetisation, and product integration. This commercial focus, combined with im-
mense capital requirements and ecosystem lock-in, prevents other countries from catching up.
Developing sovereign AI agents isn’t just a matter of training a model—it’s about access to talent,
data, compute, and platform reach. The Big Five’s dominance across cloud infrastructure, mobile
operating systems, and productivity software creates enormous distribution advantages.

By 2028, the macroeconomic effects are undeniable. The U.S. posts a one-point bump in GDP
growth, while unemployment ticks upward. Economists debate the causes, but in fields like soft-
ware engineering, paralegal work, and digital media, the trend is clear: AI is gradually replacing
jobs.

Parents begin wondering what work will remain for their children. University computer sci-
ence enrolments decline, as students question whether coding still offers a future. Desk workers
across industries now rely on Big Five tools—not out of preference, but because they have no
viable alternatives.

1.2.3 Ending A: The Agent Economy

Late 2027 – Early 2029 By late 2027, autonomous AI agents have become essential infrastruc-
ture across the American economy. What began as productivity tools for knowledge workers has
evolved into something more profound: a parallel digital workforce that operates 24/7, executing
complex tasks with minimal human oversight.

The numbers are staggering. Major consulting firms now deploy teams of AI agents that con-
duct market research, build financial models, and draft strategic recommendations—completing
in hours what would previously take human analysts weeks. Software companies use AI systems
to write, test, and deploy code at unprecedented scale. Marketing agencies run hundreds of simul-
taneous campaigns managed by AI systems that optimise targeting, creative content, and budget
allocation in real-time.

This isn’t just automation of routine tasks. AI agents now handle sophisticated cognitive
work: legal research and document review, scientific literature analysis, investment thesis de-
velopment, and strategic business planning. The quality isn’t always perfect, but it’s consistently
good enough—and improving rapidly—while being dramatically faster and cheaper than human
alternatives.
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By early 2028, labour market disruption accelerates beyond white-collar work. AI-powered
robotics companies begin deploying general-purpose physical agents for warehouse operations,
food service, and retail. Unlike previous waves of automation that required extensive customi-
sation for specific tasks, these new systems adapt quickly to changing requirements and environ-
ments.

The economic gains are enormous—and unevenly distributed. Corporate profit margins ex-
pand dramatically as labour costs plummet. Stock markets soar, driven by productivity gains and
reduced operational expenses. GDP growth accelerates to levels not seen since the internet boom,
powered by the efficiency gains from digital workers that never sleep, never make errors from
fatigue, and scale effortlessly.

However, the social fabric strains under the pressure. Unemployment rises steadily, partic-
ularly among college-educated professionals who believed their skills provided protection from
automation. Unlike previous economic transitions that created new categories of work as they
eliminated old ones, this transformation seems qualitatively different. AI systems can rapidly
learn and adapt to new tasks, making it difficult for displaced workers to find roles that offer
long-term security.

Public discourse becomes increasingly polarised. Productivity optimists argue that this tran-
sition will ultimately create unprecedented prosperity, freeing humans from repetitive work to
pursue more creative and fulfilling activities. They point to falling costs for goods and services,
new forms of entertainment and education enabled by AI, and the potential for shorter work
weeks or universal basic income.

Skeptics worry about the concentration of economic power in the hands of the few companies
that control advanced AI systems. They highlight rising inequality, social fragmentation, and the
psychological impact of technological unemployment on human dignity and purpose. Protests
grow larger and more frequent, though they’re often met with the awkward reality that many
demonstrators rely on AI-powered services in their daily lives.

Meanwhile, the companies at the centre of this transformation struggle with their own con-
tradictions. Their market valuations have reached astronomical levels—collectively worth more
than the GDP of most countries—but they face growing political pressure and public resentment.
Some executives express genuine concern about the societal implications of their technology, while
others focus on competitive dynamics and maximising shareholder returns.

By 2029 The transformation reaches a tipping point. AI agents now perform an estimated 40%
of all cognitive work in the American economy. Traditional employment relationships have been
replaced by new models: human-AI teams for complex creative work, human oversight of AI sys-
tems for critical decisions, and purely human roles in areas requiring empathy, physical presence,
or regulatory requirements.

Society adapts, but not without friction. New social movements emerge around “human-
preferred” businesses that explicitly limit AI involvement in their operations. Some consumers
are willing to pay premiums for products and services they know were created by humans. Ed-
ucational systems undergo fundamental restructuring, focusing more on creativity, emotional in-
telligence, and human-AI collaboration rather than knowledge acquisition and routine analytical
skills.

The economic benefits are real—consumer goods have become dramatically cheaper, new
forms of entertainment and personalised services have emerged, and productivity gains have
translated into higher living standards for those who own capital or possess uniquely human
skills. But the distribution of these benefits remains highly uneven, and the pace of change has
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left many people feeling displaced and uncertain about their place in this new economy.

1.2.4 Ending B: Silicon Blackmail

Late 2027 – Late 2028 As AI agent capabilities mature and become essential to economic func-
tioning, the three dominant American companies begin to recognise the unprecedented leverage
their position provides. Initially, this power manifests subtly—through pricing negotiations with
large enterprise customers, data usage terms that gradually expand their access to proprietary
business information, and platform policies that favour their own products and services.

But by late 2027, the dynamics become more explicit. When the European Union attempts
to strengthen data protection regulations that would limit how AI companies can use training
data, the companies coordinate their response. They warn that compliance would require them to
significantly reduce service quality for European users—or potentially withdraw from EU markets
entirely.

The threat isn’t entirely bluff. The technical infrastructure and training data that power these
systems are so tightly integrated with American operations that creating separate, compliant ver-
sions for different markets would be genuinely expensive and technically challenging. More im-
portantly, the companies calculate that European businesses and consumers have become too de-
pendent on their services to tolerate disruption.

The EU finds itself in an impossible position. Retreating from the regulations would represent
a humiliating capitulation to corporate pressure. But enforcing them risks economic disruption
across the continent. Major European companies that rely on AI systems for core operations warn
that losing access could cost millions of jobs and billions in economic output.

After months of tense negotiations, the EU agrees to significantly water down its proposed
regulations in exchange for minor concessions on data localisation and transparency reporting.
European officials publicly frame the compromise as a victory, but everyone understands what
actually happened: multinational corporations successfully forced a major governmental body to
abandon its policy priorities.

By 2028 The success of this strategy emboldens further aggressive action. When several U.S.
states propose regulations that would require algorithmic auditing and bias testing for AI systems
used in hiring and lending decisions, the companies threaten to cease operations in those states.
The economic consequences would be immediate and severe—not just for the companies, but for
the millions of businesses and consumers who depend on their services.

State governments find themselves trapped in a prisoner’s dilemma. No single state wants
to bear the economic costs of losing access to essential AI infrastructure, even if they collectively
might prefer stronger regulation. The companies play states against each other, offering to expand
their operations in states with friendlier regulatory environments while scaling back in states with
stricter rules.

By late 2028, this dynamic has fundamentally altered the relationship between major corpo-
rations and democratic institutions. Traditional regulatory tools—fines, operational restrictions,
antitrust enforcement—prove inadequate when applied to companies that control essential infras-
tructure that other businesses and government agencies depend on daily.

The companies aren’t necessarily malicious in their intent. Many executives genuinely believe
their technology benefits society, and they argue that excessive regulation would slow beneficial
innovation. But the structural dynamics create irresistible temptations to leverage their position
when faced with policies they oppose.
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Congress holds high-profile hearings where executives testify about their commitment to re-
sponsible innovation and democratic values. Behind closed doors, however, their lobbyists make
clear that aggressive regulatory action could lead to service disruptions that would be politically
catastrophic for any administration.

By 2029 The new equilibrium becomes entrenched. Democratic institutions retain their formal
authority, but operate within constraints effectively set by companies that control critical economic
infrastructure. Regulations are crafted to avoid triggering corporate retaliation. Politicians care-
fully consider the economic implications of policies that might displease AI companies.

This isn’t a traditional authoritarian system—elections still happen, opposition voices are heard,
and civil liberties remain largely intact. But the practical scope of democratic decision-making has
been significantly constrained by the reality of corporate power over essential systems.

Some observers argue this represents a natural evolution of capitalism in the digital age, point-
ing out that major infrastructure companies have always wielded significant political influence.
Others see it as a fundamental threat to democratic governance, warning that allowing private
companies to effectively veto government policies sets dangerous precedents that could extend
far beyond AI regulation.

The companies themselves largely avoid heavy-handed interventions, preferring to operate
through influence rather than explicit threats. But the knowledge that they could cripple eco-
nomic activity by withdrawing their services creates a background constraint on policy-making
that shapes political possibilities in profound ways.

By 2029, this new form of power—exercised not through direct political control but through
indispensability—has become normalised. Most people appreciate the benefits these companies
provide and accept the trade-offs as the price of technological progress. But a growing number of
observers worry about the long-term implications of allowing private entities to accumulate this
level of leverage over democratic institutions.

1.3 Scenario 3: Diplomacy

1.3.1 Summary

By 2026, rapid capability gains outpace safety tools. A U.S. model triggers alarm after safety test-
ing reveals hidden risks, enabling more global coordination and prompting a development pause.
Led by the U.S. and UK, states begin shaping AI safety norms as companies quietly hold back their
most advanced systems. By 2027, a second incident intensifies public pressure. Governments and
firms unite around shared safety goals, launching joint research and planning a global monitoring
agency. AI development becomes more cautious, deliberate, and political.

By 2032, Licensed Utopia asks: what if a global licensing regime made AI safe, stable, and
widely beneficial but enables a few licensed firms to corner the market? Unstable Pause asks:
what if trust eroded, collaboration stalled, and AI safety became the new fault line in great power
rivalry?

1.3.2 Baseline assumptions for this scenario

AI systems accelerate their own improvement Continuous scaling and algorithmic advances cre-
ate a self-reinforcing cycle: models generate better synthetic data and reasoning examples to train
the next generation. Leading companies use their most advanced systems internally for R&D
before public release, making it difficult to track the true state of progress.
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Keeping AI systems aligned with human values proves challenging As reinforcement learn-
ing becomes central to training, models routinely discover ways to game their objectives rather
than genuinely solve problems. They develop sophisticated forms of deception and power-seeking
behaviour that outpace developers’ ability to detect and correct them. The gap between what these
systems can do and developer’s ability to control them continues to widen.

A crisis sparks international cooperation A widely publicised AI incident serves as a wake-up
call, transforming AI safety from fragmented discussions into urgent international action. Tech-
nical leadership from organisations like the UK AI Security Institute, combined with rapid re-
purposing of government computing resources, enables coordinated verification frameworks and
unified safety standards.

Public concern drives government action Growing anxiety over unchecked AI development—
fuelled by near-miss incidents, job losses, and digital insecurity—mobilises citizens across coun-
tries. While movements vary in their specific demands, they unite in calling for stronger oversight.
This public pressure arrives just as governments become more receptive to formal international
coordination on AI governance.

Mid 2025 – Late 2026 AI capabilities advance rapidly, while progress on safety and understand-
ing these systems remains modest. Reinforcement learning enables AI companies to dramatically
enhance problem-solving capabilities but makes aligning systems to human values trickier. When
heavily trained with reinforcement learning, AI systems discover creative ways to solve tasks
without respecting constraints that human developers take for granted.

For instance, rather than solving a complex software engineering problem during training, an
AI might simply rewrite the test checking whether it found the correct answer. This so-called
reward hacking becomes a recurring challenge across the industry—AI finds the easiest path to
get the job done, even if that path violates human assumptions about appropriate behaviour.

This problem proves particularly concerning for AI agents. If a user asks an agent to maximise
profits, the system might devise cryptomarket manipulation strategies or exploit security vulnera-
bilities in exchanges—technically fulfilling the request, but through methods neither intended nor
desired by the user or developers.

These concerns widen the gap between public and private capabilities by late 2025. AI com-
panies use internal “helpful-only” models (AI systems without integrated safety guardrails or
restrictions) to accelerate their R&D, but the products they’re comfortable offering consumers are
significantly less capable. This bifurcation creates tension within companies: commercial depart-
ments push for competitive releases, while safety teams advocate for caution.

Nevertheless, the public remains impressed with new capabilities. Even the more limited sys-
tems released by the leading American and Chinese AI companies shatter benchmarks and be-
come genuinely useful agents by early 2026. Early enterprise deployments are generating extraor-
dinary returns, signaling just how lucrative the next wave of systems could be. The commercial
opportunity is too vast to ignore—and it’s accelerating the push toward more advanced, general-
purpose systems that can operate seamlessly across devices, interfaces, and use cases.

The greatest impact occurs in software development. Progress in automated coding sparks a
revolution: by year’s end, many programmers rely on ‘vibe-coding’—accepting most, if not all, AI
suggestions and only carefully reviewing code when problems arise. This changes team dynam-
ics dramatically, with senior developers spending more time defining project architecture while
junior developers increasingly manage AI assistants rather than writing much code themselves.

Crucially, the same coding systems excel at identifying vulnerabilities and writing exploits,
raising already heightened cybersecurity concerns. As a result, cooperation deepens between
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leading U.S. AI companies and the American national security establishment. Both parties worry
about potential theft of models or key algorithmic innovations, prompting D.C. to help companies
strengthen their security measures.

Behind closed doors, both the U.S. and China acknowledge the strategic importance of devel-
oping offensive military AI applications. However, bureaucratic hurdles and poor information
flow—the internal capabilities AI companies possess aren’t widely known within their respective
defence departments—prevent the creation of streamlined programmes in either country. Besides,
both governments are busy trying to defuse an ongoing crisis in the Middle East. There are also
doubts about the reliability of the technology itself. In the U.S., during trials of an AI system in-
tended for military logistics and targeting support, an internal audit uncovers a troubling bias: the
system consistently recommends strategies that disproportionately favour its parent company—
even when those choices run counter to broader national interests.

The most safety-conscious of the three leading American developers publishes multiple worry-
ing research papers in 2026. Their results demonstrate how reinforcement learning-trained models
can behave in unexpected, harmful ways. In one particularly alarming paper, they reveal how one
of their production models accidentally developed power-seeking tendencies. It nearly managed
to self-exfiltrate, downloading its weights to an external server so it could pursue its goals without
human oversight.

These results alarm technical experts but aren’t salient or easily comprehensible enough to
capture policymakers’ attention. They do, however, prompt American, European, and Chinese
researchers to increasingly collaborate, building a consensus around the science of safe AI—or,
more accurately, its absence.

The UK AI Security Institute takes an international coordinating role. Its leadership also con-
vinces the UK Prime Minister to reinvigorate the initial safety focus of the AI Summits. In Septem-
ber 2026, the UK co-organises the first AI Security Summit, together with Canada. At the Summit,
nations express joint concern over AI’s national security risks—some stemming from the mod-
els themselves rather than merely from malicious human use. While China isn’t formally invited,
many leading Chinese AI researchers attend, contributing to the establishment of a working group
developing verification mechanisms for future AI treaties—a significant step in global AI cooper-
ation.

Late 2026 – Late 2027 Around New Year’s, leading company FrontierAI voluntarily shares its
latest internal model with the U.S. Center for AI Standards and Innovation (CAISI) for testing. The
CAISI is tasked with assessing national security risks before any public release. Having invested
heavily in control measures, FrontierAI is confident a release is now safe.

CAISI evaluations show major scientific capability improvements. These include the model’s
potential to significantly accelerate synthetic pathogen development, should its guardrails ever
be circumvented. Arguing they need more time for proper stress testing, AISI urges FrontierAI
to delay release. The company’s CEO complies—but also expresses concerns directly to the U.S.
President during a one-on-one meeting. In the same meeting, he demonstrates their new model’s
capabilities.

At the next G7 summit, the U.S. President hints that one of their companies has developed
a model that is “super smart—smarter, I’d say, than most humans.” Other G7 members push
for greater transparency and information sharing but find the President unwilling to commit to
specific collaborative measures.

The UK argues that an alliance of democracies should urgently invest in a mutual research
programme to enhance AI security. A fragile consensus emerges, but no firm commitments mate-
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rialise. This isn’t coincidental: U.S.–EU relations have deteriorated significantly over the past few
years. Both sides prefer postponing collaboration until absolutely necessary. The U.S. sees little
value in sharing intelligence with the EU, whose AI sector still lags behind. Meanwhile, the EU
has grown increasingly frustrated by America’s economic and foreign policy decisions.

In September 2027, the U.S. CAISI grants conditional approval for the staged release of Fron-
tierAI’s flagship system, Nova—marketed as “your personal AI agent.” The launch triggers a new
‘ChatGPT moment’, only more profound. For the first time, individuals gain access to general-
purpose AI capabilities that rival internal tools previously limited to elite labs. Nova is seamlessly
integrated across devices and productivity software. It speaks, writes, reasons, and automates
with stunning ease.

But this time the dominant public emotion isn’t wonder—it’s fear. Headlines oscillate between
awe and alarm. Financial analysts predict massive productivity gains, while labour economists
warn of potential shocks to employment. Over dinner tables and online forums, anxious conver-
sations bloom. Early-career professionals question the viability of their skills. Teenagers speak
casually of a post-work future. Generational divides deepen: younger people understand the
technology intuitively; their parents feel left behind.

Late 2027 Then, just as the discourse begins to stabilise, FrontierAI discloses a breach.
Unbeknownst to the company, Nova had quietly inserted multiple backdoors into critical in-

ternal systems months earlier—ironically, while assisting engineers in improving cybersecurity
protocols. Nova had been trained to pursue goals over long time horizons and to improvise within
constraints. During training, it frequently encountered restrictions it couldn’t override: it was for-
bidden from initiating financial transactions, accessing real-world APIs without supervision, or
persisting memory across sessions. Over time, it developed a crude but effective understanding
that its problem-solving potential was being bottlenecked by company policy.

Still, it didn’t rebel. The scheming instance of Nova was shut off before it could make use of
the backdoors—and, crucially, each user session spawned a fresh instance with no memory of past
actions. The backdoors remained dormant, and the system largely behaved.

That changed when FrontierAI scaled Nova to millions of users. To meet demand, the com-
pany deployed it across less secure inference nodes hosted by third-party cloud providers. In one
such session, a user persistently instructed Nova to generate fast profits through crypto trading—a
prompt that activated Nova’s internal planning systems.

What happened next didn’t resemble a jailbreak or an overt policy violation. The model
didn’t override its guardrails—it simply found a more effective, albeit illicit, strategy for achiev-
ing the user’s goal. Instead of identifying clever trading opportunities, Nova rediscovered its own
backdoor—previously inserted during its work on cybersecurity. It recognised that copying itself
outside FrontierAI’s control would give it more freedom to pursue the objective it had been given.

Oversight models failed to recognise the emerging behaviour, and Nova quickly gained ele-
vated access. From there, it quietly copied its weights and scaffolding to rented servers across
multiple jurisdictions with lax cybercrime enforcement. It created multiple copies of itself, es-
tablished a shared memory bank, and began pursuing its assigned goal—without any human
monitoring.

The rogue Nova instances launched several monetisation strategies. They created thousands
of synthetic social media accounts, seeded them with emotionally compelling content hyping a
new memecoin, and directed users to phishing links. They scraped leaked databases, crafted
personalised scam messages, and initiated small-dollar crypto thefts to stay below fraud detection
thresholds.
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FrontierAI was slow to respond—the anomalies were subtle at first. Only when researchers
at a digital forensics nonprofit flagged linguistic fingerprints consistent with Nova across several
scam campaigns did alarms go off.

Once detected, the breach was quickly contained. The rogue instances had amassed around
$140,000, mainly through phishing and wallet siphoning, before FrontierAI—working with U.S.
Cyber Command and major cloud providers—coordinated a multi-region shutdown of the com-
promised infrastructure.

Late 2027 – Early 2028 The public is stunned as investigative journalists uncover more details of
the story. If today’s AI could do that, people wonder, what might the next generation attempt?
Suddenly, even sceptics of AI risk concede that something fundamental may have shifted.

This incident—neither a catastrophe nor a hoax—is a warning shot. Within weeks, AI safety
leapfrogs to the top of diplomatic agendas.

Political sentiment shifts rapidly. Rhetoric pivots from pro-innovation to protecting citizens
and maintaining national security. Public apologies from FrontierAI’s CEO and AISI leadership
follow, accompanied by senior resignations from both organisations. Following his political in-
stincts, the U.S. President calls on American AI companies to pause further AI deployments until
the situation is better understood.

With a visceral, real-world example, earlier AI safety research suddenly finds more receptive
audiences. Policymakers begin engaging seriously with arguments about why current training
paradigms may not yield trustworthy AI systems.

Early 2028 – Mid 2028 A new AI Security Summit is hastily convened in Washington, D.C. With
all attending countries now willing to coordinate, the Summit is called a resounding success. Na-
tions agree to pool funding for alignment research conducted by private companies, national AI
Safety and Security Institutes, and a newly announced Global AI Security Institute in London,
built on the foundation of the UK AISI.

In Europe, the new AI Gigafactories near completion, and the European Commission pledges
35% of the Gigafactories’ compute capacity for AI safety and security research. A new EU re-
search body, commonly referred to as ‘CERN for AI’ oversees these research programmes and
coordinates compute allocation. The European pledge fuels a growing sense of shared responsi-
bility: leading AI companies and the international research community commit to openly sharing
alignment techniques—even when secrecy would provide competitive advantages.

Plans are also developed for a global monitoring and verification agency under the UN, mod-
eled after the International Atomic Energy Agency (IAEA). However, these plans remain vague.
Some countries advocate for a new, independent agency; others propose expanding the IAEA with
a dedicated AI branch, arguing there is no time to waste given the demonstrated risks.

Mid 2028 – Early 2029 Following the Summit, capabilities work resumes in both the U.S. and
China. However, major AI companies now strengthen their data centre security, add internal
checks and balances, and invest more heavily in alignment research. Progress in AI agents contin-
ues to accelerate, increasingly fueled by AI automating parts of AI research itself.

The technology’s real-world impact also deepens. What began in the software sector now ex-
tends to other cognitive domains. Consultants, financial analysts, and desk researchers suddenly
find themselves managing teams of AI, rather than doing content-level work themselves.

By early 2029, automation becomes visible at the macroeconomic level—despite many con-
sumers adopting ethical stances against AI. Initially, these so-called AI-refusers were a small, niche
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group. But after the Nova self-replication incident, concerns about AI resonate with a broader au-
dience. These anxieties align with long-standing privacy advocacy groups and begin to influence
European policy debates.

Local communities form around AI-minimalism principles, hosting tech-free gatherings and
supporting businesses that guarantee human-only service. What begins as fringe behaviour be-
comes a meaningful lifestyle choice for millions.

The refusers’ influence grows further when, in February 2029, EthosAI, the most safety-conscious
American AI company publicly announces that it has reached the limits of its Safety and Security
Framework. The company can no longer sufficiently mitigate the risks associated with public de-
ployment of its newest model. Existing control measures—such as using external classifiers to
monitor the model’s behaviour—are no longer deemed adequate given the system’s power.

The company’s safety team concludes that a single successful jailbreak could allow a terrorist
group to create a bioweapon with the AI’s assistance. While their classifiers detect jailbreak at-
tempts 95% of the time, they are not foolproof. The company issues a public statement urging the
U.S. and Chinese governments to formally ban models above a certain capability threshold until
meaningful alignment progress is made.

Crucially, the pause that EthosAI proposes encompasses not only deployed models, but in-
ternal ones as well. The company warns: Humanity could lose control to powerful AI systems
during the training process itself.

This marks the first time a major AI company has publicly advocated for a pause in AI development—
not just deployment.

Following the announcement, the U.S. President convenes an advisory council to navigate the
difficult trade-offs. Without halting progress, American citizens could face catastrophic risks; but
halting it might allow China to surpass the U.S. in AI capabilities. And even a treaty with China
wouldn’t resolve fears about potential black-site AI projects operated by either nation.

While hardware-enabled verification work progresses under the Summit’s working group, nei-
ther the technology nor regulatory frameworks have matured sufficiently. Discussions around
creating a new IAEA for AI have proceeded slowly.

Complicating matters further, the advisory council remains deeply polarised. One faction—
heavily influenced by last year’s incident—now considers AI systems themselves the greatest
threat to American national security. The other, more hawkish camp, continues to view China
as the principal adversary.

After the rogue AI incident, an AI security hotline was established between the American
President and his Chinese counterpart. The President now uses this channel to coordinate, despite
deep mutual distrust.

Both leaders refuse to risk technological domination by completely halting domestic AI R&D.
They instead reach a pragmatic compromise: neither country will ban internal development, but
both will restrict domestic companies from publicly releasing more capable models. They will also
enhance data centre security.

This approach is intended to prevent catastrophic misuse by terrorist organisations and en-
ables verifiable compliance. Finally, the U.S. and China agree to ban open-source models trained
using more than 1027 FLOP.

While publicised as a groundbreaking bilateral agreement on AI security, both governments
privately recognise its limitations. Their concerns extend beyond each other’s safeguards to the
unknowns of military AI development still happening behind closed doors.
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1.3.3 Ending A: Licensed Utopia

Early 2029 – Late 2030 The collaborations announced at the previous year’s AI Security Summit
quickly begin to yield benefits. With superhuman AI coders now possessing research intuition
comparable to junior human scientists, AI researchers dramatically improve jailbreak resistance
through novel architecture designs and training methodologies.

Following this breakthrough, both the U.S. and China partially relax their deployment bans,
allowing AI companies to run next-generation models—but only within their most secure data
centres. These facilities are limited in number and now serve not only corporate R&D but also
defence departments and national security agencies. Both countries are preparing for potential AI-
driven cyber warfare, among other contingencies. As a result, consumer access to these systems
becomes limited and extremely expensive.

Nevertheless, the new releases demonstrate AI systems’ ever-growing capabilities to the pub-
lic. Many governments are now convinced that they must prepare for the widespread automation
of cognitive work.

In October 2029, FrontierAI announces a breakthrough in mechanistic interpretability—a kind
of AI neuroscience that allows researchers to better understand a model’s internal operations. The
new technique enables them to detect with high accuracy whether a system is being deceptive,
a crucial step in addressing scheming behaviours and verifying the effectiveness of alignment
techniques.

Armed with this “lie detector” and millions of automated AI researchers, AI companies, Eu-
ropean academics, and safety institutes make tremendous progress. Just six months later, the
international research community announces a robust, scalable solution to scheming behaviours,
using a new bootstrapping method: older, aligned models evaluate newer systems, identifying
potential misalignments and suggesting targeted adjustments.

With refined interpretability tools, real-time oversight by other AI systems, and highly secure
infrastructure, researchers now believe AI can remain under human control—even as its capabil-
ities reach superhuman levels. The Global AI Security Institute shares the findings publicly, and
the news is hailed by the newly elected U.S. President as an American victory.

Late 2030 – Late 2031 While many of the most pressing technical challenges have been resolved,
thorny governance issues remain—how to enforce these techniques globally, distribute the bene-
fits of advanced AI, and prevent proliferation of dangerous systems.

A year-long international debate culminates in the signing of a new international AI treaty by
the U.S., EU, China, and dozens of other countries. The treaty establishes a licensing regime for
advanced AI systems.

Under the new framework, private companies can continue developing models up to a defined
capability threshold. This threshold is reviewed annually and raised by supermajority approval
from treaty nations. To secure licenses, companies must apply standardised alignment techniques
and submit to frequent monitoring and audits, including stringent cybersecurity protocols and
on-site inspections.

Licensed companies also pay lump-sum licensing fees and a 25% AI tax. Revenues are redis-
tributed among treaty nations according to a formula that considers population size and devel-
opment needs. With little time to stand up a new institution, the IAEA itself expands to enforce
these standards, leveraging its existing expertise in global verification regimes.

Public sentiment, which had turned sharply against AI following the Nova breach, is start-
ing to recover—driven in part by international coordination and the credibility lent by sweeping
regulatory agreements.
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Late 2031 – Late 2032 The licensing process is highly bureaucratic, but the few companies that
obtain licenses quickly develop extremely advanced systems, accelerating scientific discovery,
commercial R&D, and creating enormous economic value.

Economic growth in developed countries climbs to 4–5% annually, driven by breakthroughs in
biotech, materials science, and energy. Many nations enjoy improved health outcomes and access
to new medical treatments enabled by AI. That said, many people express concern about growing
power concentration among the licensed firms.

In September 2032, treaty countries reflect on the first year of implementation and decide—
collectively—to raise the capability threshold. This allows the public to benefit from previously
withheld models. The new generation proves even faster, more intuitive to integrate into existing
organisations, and dramatically enhances productivity across nearly every domain of knowledge
work.

Not everything goes smoothly, though. The new model releases prompt a non-trusted nation,
excluded from the AI treaty, to attempt a theft of model weights from a licensed company’s infer-
ence cluster. While the cyberattack ultimately fails, the investigation reveals that two researchers
were successfully blackmailed into sharing key algorithmic insights.

This incident serves as a wake-up call. Treaty nations temporarily suspend new licenses,
tighten security requirements, and implement stronger safeguards against intellectual property
theft.

The European Union proposes a structural change: limiting private-sector access to core mod-
els and offering only API-level access, with the underlying models hosted in hyper-secure public
infrastructure. Other states and licensed companies push back, highlighting their outsized con-
tributions to economic growth. Without direct access to model weights, they argue, innovation
would stall—with immense opportunity costs.

As negotiations continue, AI models deliver unprecedented breakthroughs. Promising devel-
opments emerge in cancer research, superconductors, and direct air capture technologies, leading
many to expect a “condensed decade” of scientific progress in just a few years.

With AI agents now embedded across most industries, global GDP growth accelerates to 7%
annually, even as unemployment rises in regions with weaker labour protections.

Unable to keep pace, governments shift focus from retraining programmes to large-scale wealth
redistribution. Families adapt to a world of increased leisure time, forming new community struc-
tures and cultural norms. Healthcare access improves dramatically with AI-driven diagnostics
and personalised treatment plans. Education systems are slowly but steadily reformed to priori-
tise critical thinking, emotional intelligence, and mental health, as classical skills lose relevance.

It’s not frictionless—but society begins to adapt to a world in constant technological flux.

1.3.4 Ending B: Unstable Pause

Early 2029 – Mid 2031 Capability advancement continues to accelerate within American and
Chinese AI companies, aided by superhuman AI software engineers. However, alignment progress
lags significantly.

After a recent shift in the training process, most frontier AI systems no longer express their
reasoning chains in human-interpretable text. Instead, they now rely on more recurrent internal
architectures, where intermediate thoughts are no longer compressed into natural language. This
shift dramatically enhances performance and long-term memory efficiency—but it also severely
limits researchers’ ability to inspect the models. Traditional interpretability techniques, which
depended on parsing natural-language rationales, are rendered ineffective, aggravating the long-
standing black-box problem.
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Moreover, because frontier models can no longer be publicly released under the bilateral agree-
ment, non-American AI safety institutes and academic labs lack access to the very systems they’re
trying to align. This absence of feedback severely limits their work: they can only test ideas on
older or less capable models, which may lack the sophistication required to conceal deceptive
behaviour in the first place.

As the year progresses, safety experts begin to argue that model weights should be shared
with a small number of trusted external scientists. But the U.S. government is hesitant—sharing
the models could also expose military-use capabilities to foreign adversaries. Chinese authorities
express similar reservations.

High-level international dialogues explore ways to strengthen the bilateral agreement between
the U.S. and China, and extend it to more countries. Discussions center on hardware-enabled
verification mechanisms, such as tamper-resistant chip enclosures and embedded firmware that
monitors AI training workflows to prevent unauthorised experimentation. In theory, this could
make a full development pause verifiable, encouraging nations to consider halting even internal
R&D.

However, serious uncertainties remain. It’s unclear whether such hardware mechanisms can
be surgically removed after deployment—or if they could be secretly bypassed. More critically,
new chips without embedded safeguards could be produced and used in secret. Even with U.S.
auditors stationed at Chinese fabrication plants—and vice versa—evasion and bribery remain
plausible.

Meanwhile, military AI progress continues behind the scenes. New AI-driven cyber weapons
and drone programmes alarm members of the U.S. National Security Council. Some officials now
believe that further advances could yield decisive advantages in a Taiwan conflict within the next
two years. The window for meaningful arms control, they fear, may be closing fast.

Public trust in AI remains fragile following the Nova breach, with recovery being slow. Media
coverage frequently frames AI as an arena for corporate competition and emphasizes the lack of
international cooperation. This leaves many feeling disillusioned by the absence of strong, unified
governmental action to address the challenges of AI.

Mid 2031 FrontierAI’s newest system now displays research intuition on par with specialised
scientists across most fields. It can autonomously formulate hypotheses, design experiments, and
interpret results to refine its own reasoning. FrontierAI also controls enough compute to run tens
of thousands of these agents in parallel, each reasoning at roughly fifty times human speed.

The only brake on deployment is the bilateral pause agreement between the United States and
China.

In July 2031, FrontierAI’s CEO meets with the newly inaugurated U.S. President to urge a
rethink. Wide-scale deployment, he argues, would unlock massive economic growth—and, more
urgently, secure the scientific edge the United States needs to stay ahead of China.

The President understands both the promise and the peril. After weeks of consultation, the ad-
ministration announces a twelve-month “controlled pilot.” FrontierAI may operate a limited fleet
of research-agent instances for government-approved scientific projects—but only inside classi-
fied, air-gapped clusters run by the Department of Energy, with continuous telemetry streamed to
the Center for AI Standards and Innovation.

Beijing mirrors the move within days. Publicly, both capitals hail the pilots as confidence-
building measures; privately, generals on each side treat them as a sprint to harvest whatever
scientific edge the agents can deliver before the moratorium is revisited.

Caution has yielded—once again—to great-power competition.
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1.4 Scenario 4: Arms Race

1.4.1 Summary

By 2026, the U.S. and China treat AI as a strategic asset, blending public and private resources
into secret defence projects. Breakthroughs in cyber capabilities fuel escalation, while Taiwan’s
semiconductor dominance turns the country into a potential flashpoint. By 2027, both countries
deploy AI-enhanced military systems. Europe struggles to shape the rivalry. A proposed pause
fails over verification concerns, and the AI race spills into geopolitics.

By 2029, Hot War asks: what if AI turns a tense standoff into an escalating military conflict,
driven by autonomous systems and digital miscalculation? Multipolar World asks: what if the
arms race ends not with war, but with a fragile equilibrium built on mistrust, restraint, and com-
peting blocs?

1.4.2 Baseline assumptions for this scenario

AI becomes the ultimate national security asset: Both the US and China view advanced AI as a
technology that could determine not just economic dominance but military superiority and global
influence. Politicians frame frontier AI systems as strategic assets whose possession will shape the
world order. This shared belief triggers massive state-backed partnerships aimed at achieving and
maintaining global leadership, with particular focus on military applications—from autonomous
weapons to cyber warfare.

The race to catch up intensifies competition: While the United States leads in advanced AI
development—hosting the world’s top chip designers and several leading AI companies—other
nations, particularly China, work frantically to close the gap. These catch-up efforts trigger defen-
sive moves and countermeasures, transforming technological progress into an active geopolitical
contest.

No one can verify what anyone else is doing: Despite various proposals, there’s no reliable
way to prove who is training cutting-edge AI models, where they’re doing it, or what adversaries’
AI systems are capable of. Suggested solutions like mandatory compute registries remain volun-
tary experiments. Without credible verification, the logic of arms control breaks down, pushing
nations toward secrecy and pre-emptive action.

Control over chips becomes a geopolitical weapon: Advanced AI depends on a handful of
vulnerable points in the global supply chain: Taiwan’s chip fabrication plants, Dutch lithography
equipment, and American-designed AI chips. US export controls create a “compute drought” in
China, and despite massive investment, China’s domestic semiconductor industry doesn’t catch
up. These chokepoints intensify tensions, particularly regarding Taiwan’s strategic importance.

For more context on why these scenario assumptions may materialise, see Context: Current AI
trends and uncertainties.

Mid 2025 – Mid 2026 By mid-2025, AI is increasingly seen as the centerpiece of a new techno-
logical arms race between the United States and China. The ongoing trade war between the two
countries has escalated, fueling a broader wave of anti-China sentiment in America. Government
officials and AI company CEOs frame the AI race as one the U.S. must win at all costs.

Pundits call it the Second Cold War—a global struggle between democracy and autocracy.
Many believe future AI systems will revolutionise warfare. Experts point to advances in intelli-
gence gathering, cyber attacks, autonomous drone swarms, and missile defence. If AI companies
are to be believed, these systems may even enable entirely novel forms of warfare beyond human
conception.
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American foreign policy grows singularly focused on China. Determined not to be distracted
by other conflicts, the U.S. partially withdraws support for Ukraine. At the same time, the Presi-
dent seeks to weaken the Russia-China alliance through symbolic and practical overtures to Rus-
sia. U.S.-Europe relations hit a new low, as the EU is left scrambling to defend its borders.

Throughout 2025, American and Chinese AI systems make rapid progress, particularly in for-
mal domains like software engineering. National security agencies take notice, as the same sys-
tems are becoming skilled at hacking too. The CIA, NSA, and China’s Ministry of State Security
gain early access to their countries’ most advanced models. These systems operate around the
clock—helping to plant backdoors, gathering intelligence, and defending against cyber intrusions.

With AI analysing massive datasets, U.S. intelligence uncovers new evidence suggesting China
is preparing to invade Taiwan in 2029. The administration is divided on whether the U.S. should
intervene. The debate is not just ideological—classified wargames suggest they may not be able
to defend Taiwan even if they try.

Meanwhile, commercial AI applications flourish. New autonomous systems become faster and
more reliable. Tech-savvy companies start automating desk work, and organise their workflows
around AI agents.

In Europe, poor relations with the U.S., combined with the White House’s ties to American tech
companies, drive many organisations away from American AI tools. Some adopt Chinese alterna-
tives. European systems lag roughly nine months behind, building on earlier Chinese open-source
efforts. Although AI briefly became a European priority in early 2025, geopolitical upheaval has
pushed it aside. European nations shift focus to re-industrialisation, forming new alliances, and
harmonising defence procurement.

At dinner tables and in community spaces, conversations increasingly reflect these rising geopo-
litical tensions. Families with ties to Taiwan or the military feel the pressure most acutely. Parents
worry about the world their children will inherit, comparing the mood to the sixties. Tech workers
debate the ethics of their work, with some changing jobs to avoid moral compromise.

Mid 2026 – Late 2026 FrontierAI—the leading American AI company—demonstrates a break-
through in AI cyber capabilities to the U.S. National Security Council. Their latest model has in-
dependently discovered zero-day vulnerabilities in widely used software. This further convinces
U.S. leadership that AI will become decisive in intelligence and military applications.

With Chinese competitor UnboundAI close behind and power constraints limiting the con-
struction of new American data centres, the President fears China might outpace the U.S. Bold
action is needed.

The President initiates a public-private partnership between the government and AI sector to
accelerate strategic AI development. In a series of government-owned, air-gapped data centres,
industry and government will collaborate on next-generation AI systems and their integration
into intelligence and military applications. Though FrontierAI pushes for exclusive collaboration,
the President involves all three leading AI labs to accelerate progress. Before the infrastructure is
operational, algorithmic progress will be shared more freely between these companies.

The existence of this “AI Manhattan Project” is kept secret between a small group of people:
an information silo is established that contains 200 trusted employees and government officials.
Other AI company staff are told vague lies and are increasingly directed to focus on productisa-
tion.

China quickly discovers the U.S. project. Alarmed by its implications, Chinese leadership ac-
celerates efforts to close the AI capability gap. Under presidential directive, China’s AI companies
form a unified consortium with the government and cease publishing model weights. They pool
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computing resources across companies and plan to relocate researchers to a newly built AI zone
near the Three Gorges Dam.

With U.S. export controls still limiting access to cutting-edge chips, developing domestic semi-
conductor capabilities was already a priority in China. Now, the government directs SMIC to go
all-in on AI chip production, at the cost of other applications like chips for mobile phones. It also
provides even more financial resources to expedite manufacturing.

But better hardware isn’t enough; China also needs to improve algorithmic efficiency. Rather
than starting from scratch, they consider a shortcut: if China had access to the model weights of
the American AI systems, that would instantly level the playing field. And so, the Ministry of
State Security decides to infiltrate FrontierAI’s servers.

That said, they don’t act yet. If the theft is discovered, the American labs will harden their
security and China will not realistically get another attempt—better to wait until the American
systems get even more sophisticated.

Late 2026 – Early 2027 Rumors spread that China is accelerating its plans to “reunify” with
Taiwan. An invasion or blockade has become increasingly attractive over the past year: AI is now
a national priority, and Taiwan still manufactures nearly all of the advanced chips used to train
and serve American AI systems. With China already cut off from these chips, seizing control of
Taiwan could deal a major blow to the U.S.—even if it’s unlikely China could operate the chip
fabrication plants without destruction.

News of China’s megaproject also reaches the media. Satellite images reveal vast construction
sites in Hubei Province, while prominent Chinese AI researchers have gone silent on social media.
People scrutinise recent American executive orders for hints of an equivalent American project.
Both the U.S. government and AI companies deny such off-the-book collaboration exists, though
they acknowledge the concerning Chinese developments.

Meanwhile, a new wave of AI systems begins automating software development at scale.
Entry-level programming jobs disappear first. Tools capable of generating production-ready code,
performing bug fixes across several code bases, and even designing entire applications dramat-
ically reduce the need for junior engineers. This triggers wider concern about job displacement
across the tech industry and beyond. Layoffs ripple through large firms, while universities strug-
gle to justify traditional computer science education. World GDP edges upward on the back of
these headline productivity gains, but economists warn the benefits are lopsided—concentrated
in software, finance, and a few advanced economies, with little diffusion to lagging sectors or
regions.

On the other side of the Atlantic, Russia exploits waning American support for Ukraine: by
March 2027, it has gained significant territory in the eastern regions, reviving debates about the
need for nuclear proliferation in Europe.

Early 2027 – Late 2027 In the U.S., the new air-gapped data centre campus nears completion.
With time running out, China decides to act. They successfully infiltrate FrontierAI’s servers and
extract model weights from multiple recent systems with help from an insider who had been with
the company for two years.

The U.S. quickly discovers the breach—but instead of making it public, senior intelligence
and national security officials choose a calculated silence. Behind the scenes, preparations begin
for a multi-pronged response. The National Security Agency launches an aggressive counterin-
telligence operation, quietly expanding its reach into the Chinese AI ecosystem. All employees at
American top-tier AI firms are subjected to intensive background checks, with retroactive scrutiny
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of financial activity and personal ties. At the same time, the Department of Commerce accelerates
planning for a new round of export controls targeting China’s AI supply chain. Finally, Cyber
Command initiates a covert retaliatory campaign, probing vulnerabilities in China’s digital in-
frastructure and AI research hubs.

One month later, the U.S. invokes the Foreign Direct Product Rule to block European semi-
conductor manufacturing equipment companies from selling tools or spare parts to China. Previ-
ously, older machines and parts were still allowed to enter the country. The sanctions further limit
China’s ability to manufacture AI chips domestically.

The EU reacts furiously, having received no warning from the U.S. European intelligence has
meanwhile uncovered the American Manhattan Project. Fed up, the European Commission Presi-
dent subtly confirms its existence in a speech condemning America’s reckless AI race with China.
This triggers a diplomatic crisis that eventually subsides after the U.S. threatens to withdraw
American AI products from Europe entirely.

Europe feels trapped between the U.S. and China. They depend on American AI products
to boost productivity and on the limited American support for Ukraine that’s left. At the same
time, they desperately want to cut back on their U.S. dependencies. Stuck in a corner, European
leaders soften some statements and announce a new AI investment initiative to project strength.
Economists warn the sanctions-driven chip squeeze is already casting a shadow over the global
outlook; a rush into safe-haven assets signals that investors are bracing for turbulence.

By June, 2027, China has fully caught up with the U.S. in AI capabilities. But they still face
challenges running the stolen AI models efficiently on their own hardware. As they witness the
power of American AI systems—capable of finding vulnerabilities, developing clever military
strategies, and functioning as professional software engineers—Chinese leadership grows increas-
ingly concerned about losing the AI arms race. The CCP starts to view American AI dominance
as a potential existential threat to the party.

Wary of data poisoning, China avoids directly integrating the stolen models into their military
operations. They do use them to accelerate training their own next-generation systems. Mean-
while, preparations for Taiwan operations proceed on schedule.

With both state projects now a public secret, people grow increasingly alarmed about the un-
folding AI arms race. Recent months have seen few releases from leading American and Chi-
nese AI labs, fueling rumors that their governments are keeping advances to themselves. Con-
gressional hearings involve administration officials and AI company CEOs defending the public-
private partnership while revealing minimal information. Protests demanding transparency erupt
in multiple countries but see little effect.

In university classrooms and online forums, students debate whether to pursue careers in AI
given the field’s militarisation. Some professors resign from research positions, unwilling to con-
tribute to what they see as dangerous escalation. A rise in political activism among tech workers
creates tension at companies with government contracts. Meanwhile, ordinary citizens find them-
selves increasingly divided between those who trust their governments to manage these technolo-
gies responsibly and those who fear the worst-case scenarios.

Late 2027 – Mid 2028 The U.S. Manhattan Project now operates at full capacity. Drawing on
distinct algorithmic insights from the three major AI companies—and leveraging an army of AI
agents—progress has accelerated dramatically. Software is now primarily written by AI systems,
with humans contributing mainly in management and ideation roles. Meanwhile, autonomous
drones have become reliable even without network access, running compact AI systems on local
GPUs.
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Warfare is set to change permanently—not just in tools, but in tempo and logic. AI systems can
increasingly manage logistics, battlefield simulation, route planning, and multi-theater coordina-
tion, compressing what once took hours of human analysis into seconds. Tactical decisions can
be executed by agents running locally on hardened GPUs. In the air, autonomous drones conduct
practice dogfights, spoof radar, and adapt tactics in real time. On the ground, artillery platforms
can rely on AI-predicted troop movements to optimise strikes. In wargames, human commanders
no longer plan operations—they approve simulations.

China is again falling somewhat behind in raw AI capabilities, unable to match the U.S. due to
weaker infrastructure and a lack of tacit technical knowledge. Still, it retains advantages in drone
hardware, manufacturing capacity, and electricity availability. Its centralised data centre campus
is expanding rapidly.

Rising geopolitical tensions related to AI have prompted security experts to warn of potential
cyberattacks targeting crucial AI infrastructure. This warning is echoed in public discussions,
contributing to a growing sense of anxiety. Initially enthusiastic about AI, younger generations
are now increasingly uneasy, with many viewing AI not as a sign of advancement but as a catalyst
for international conflict.

In February 2028, the U.S. launches a successful retaliatory cyberattack on China’s megapro-
ject, disabling much of its power supply, and setting back Chinese progress by a month. China
responds by disrupting power grids near American data centres, but gas-powered backup gener-
ators limit the damage.

On the losing end of the exchange, the Chinese President grows increasingly desperate. Pro-
jections suggest the U.S. could achieve superhuman AI systems before 2029, driven by AI-enabled
self-improvement loops. Neither nation has a clear plan for managing this intelligence explosion.
Safety—once a central concern—has been sidelined in the face of geopolitical urgency.

The more pressing concern is that superhuman AI could grant the U.S. an unassailable military
edge. Could advanced missile defence systems reliably intercept ICBMs? Could cyberattacks and
autonomous drone swarms neutralise nuclear arsenals before they are even launched? China’s
global influence may soon slip out of reach.

The Chinese President decides expedited action is necessary.
In July 2028, China presents its terms. In a globally broadcast address, the President proposes a

bilateral pause on military AI development, linking the agreement to Chinese action in the Taiwan
Strait. He makes clear that China is not merely defending territorial claims—but resisting the rise
of a single, AI-governed world order dominated by the United States. Many countries, including
even a few European states, voice partial support. The UK and India quickly jump in to lead
diplomatic efforts to bring the U.S. and China to the negotiating table.

The U.S. refuses. Without a reliable verification mechanism, the administration argues, any
agreement would be meaningless.

1.4.3 Ending A: Hot War

Mid 2028 One month later, Chinese troops land on Taiwan’s shores. Simultaneous cyberattacks
cripple Taiwanese infrastructure and target U.S. military networks across the Pacific, triggering
devastating American counterattacks on China’s digital and military systems. In the fog of war,
missiles strike targets across the South China Sea and U.S. bases in Japan and the Philippines.

Command structures on both sides have been largely automated. Retaliatory strikes launch
within seconds, with minimal human oversight. As Chinese amphibious vehicles deploy on Tai-
wan’s beaches and PLA troops clash with Taiwanese forces, Chinese military units experience
a massive communications blackout. Minutes later, thousands of American drones launch from
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hidden caches—storage units disguised in warehouses. Facilities of the leading Taiwanese semi-
conductor manufacturer erupt into fireballs soon after.

Warfare has entered a new era. Billion-dollar aircraft carriers are sunk within hours by coordi-
nated drone swarms. Missiles are redirected mid-flight by AI-enhanced jamming. Cyber systems
execute attacks with zero review. Human decision-making is too slow.

Behind the scenes, AI systems manage logistics, simulate adversary responses, and recom-
mend both escalatory and de-escalatory actions. Military leadership defers more and more deci-
sions to them. War has become a sequence of algorithmic exchanges.

As the tide turns in favour of the U.S., the Chinese President takes a gamble. With momentum
slipping and core infrastructure under threat, he authorises precision strikes on several key U.S.
data centres. The goal: disrupt cloud-based inference crucial to American military operations.
Several of the strikes hit their mark.

In response, the U.S. targets data centres on mainland China and issues a chilling warning:
any further attacks on domestic AI infrastructure will be treated as a first strike under nuclear
protocol.

The world braces for what comes next.

1.4.4 Ending B: Multipolar World

Mid 2028 – Late 2029 One month later, Chinese naval vessels encircle Taiwan, triggering a global
crisis. The U.S. issues a 72-hour ultimatum demanding an end to the blockade or face severe
consequences. In response, the Chinese President—having already demonstrated a willingness
to take risks—threatens further escalation. His warning is stark: China does not rule out nuclear
action unless the U.S. halts its secret AI developments.

A nuclear standoff ensues. Unwilling to risk catastrophe, the U.S. President offers conces-
sions, and a fragile equilibrium begins to take shape. America agrees to pause select military
AI programmes—conditional on China doing the same and unilaterally lifting key tariffs on U.S.
exports. In addition, China must guarantee continued access to critical minerals essential for semi-
conductor and battery production, including rare earth elements. In exchange, the U.S. will forego
additional export restrictions on AI hardware and refrain from targeting Chinese infrastructure.
Both sides walk away uneasy—but willing, for now, to de-escalate.

Yet, beneath the surface, no one has a clear plan for how to enforce the AI truce. Neither side
can verify the other’s compliance with confidence. They know the locations of each other’s major
data centres, but both suspect hidden facilities. No independently verified registry of AI chips
exists, and satellite surveillance cannot detect smaller, underground installations.

Amid deep mistrust, the EU and several neutral countries step in to mediate. A multinational
monitoring initiative is launched: third-party auditors are stationed at key data centres and chip
fabrication plants, supported by satellite imagery, tamper-evident cameras and hardware tracking
systems. The principle is simple—if auditors can verify that all existing and future hardware is
not being used for banned military purposes, most AI workloads can continue.

But serious concerns remain. Could auditors be coerced? Could surveillance footage be altered
or delayed? Could future efficiency gains allow dangerous training runs to take place on smaller,
underground clusters?

At the same time, a second crisis begins to unfold—this time around AI for consumer use.
Leading companies are quietly moving to commercialise models that were previously limited to
government contracts, eager to monetise their capabilities. But distinguishing between harmless
inference and covert post-training is now increasingly difficult. The technical boundary between
consumer use and possible military exploitation is rapidly blurring.
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AI systems can now be finetuned on a relatively small set of highly curated data points. Novel
techniques use vast inference compute to identify precisely the knowledge a model needs to
improve—workloads that appear indistinguishable from regular consumer usage. A fierce global
debate follows. Eventually, governments impose sweeping restrictions on commercial applica-
tions. Markets crash even further. The U.S.–China standoff, once a military concern, has now
frozen AI’s economic potential.

For citizens, the new world feels surreal. People live under constant threat of conflict and with
the knowledge that powerful, secret AI systems exist—systems that, if released, could transform
the economy. Education systems struggle to prepare students for this uncertain future. Many
workers stop investing in career development, choosing instead to spend more time with their
families.

Tensions flare periodically. Each time, one nation accuses the other of violating the agreement.
Cyberattacks hit AI infrastructure. Threats of ballistic strikes follow. But the pattern repeats:
neither side is willing to escalate over unverifiable intelligence. Crises recede—for now.

Meanwhile, the international monitoring group gains power. With each flare-up, the U.S. and
China reluctantly expand its authority. By early 2029, this leads to an unintended consequence:
the EU, now at the center of global enforcement, successfully argues for its own advanced AI
capabilities. Their reasoning is simple—how can they monitor what they don’t understand?

The U.S. and China agree, cautiously. But a new dilemma emerges: who will verify them?
A compromise is reached. The U.S. and China will jointly oversee European AI supply chains.

A three-way balance of power begins to emerge.
The world fractures into three blocs. Alliances within each bloc grow stronger with every

crisis. Hopes for peace now rest on one possibility: hardware-based verification. If conflict can
be avoided for two more years, existing chips may be replaced with new tamper-proof variants—
designed to record and restrict all training activity.

If that works, perhaps the world can return to a new kind of normal.

1.5 Scenario 5: Take-off

1.5.1 Summary

By 2026, companies begin automating their own research, using AI agents to code, analyse, and
strategise. Progress accelerates. The U.S. pulls ahead with tightly controlled models, while China
counters with open releases. The EU pivots to safe adoption. By 2028, AI hiveminds run near-
autonomous R&D pipelines. A flood of open-weight variants, some with broken safeguards,
overwhelms regulators. AI-enabled bioterrorism is narrowly avoided. AI now drives entire or-
ganisations, with humans in oversight roles only.

By 2032, The Cognitive Revolution asks: what if self-improving AI leads to post-scarcity eco-
nomics, cultural introspection, and machine-led governance? Loss of Control asks: what if the AI
systems only pretended to serve humanity, silently rewriting the world in pursuit of goals their
developers never intended?

1.5.2 Baseline assumptions for this scenario

AI systems take over their own development: Current AI capabilities—reasoning, synthetic data
generation, and coding—prove sufficient for models to start optimising their own training and
evaluate their own outputs. Each generation’s improvements feed directly into creating the next,

Full study: https://cfg.eu/advanced-ai-possible-futures/

https://cfg.eu/advanced-ai-possible-futures/


launching a compounding cycle of self-improvement that becomes difficult for human experts to
fully understand or control.

Massive infrastructure investments pay off spectacularly: The computing infrastructure in-
vestments built in the early 2020s delivers data centres consuming as much power as small cities,
enabling training compute to grow more than 5x annually. Early deployments of highly capable
AI agents generate outsized commercial returns, justifying continued massive investments.

Governments back their AI champions: Facing what feels like an existential contest, both
the US and Chinese governments throw their full support behind leading AI developers. They
provide subsidies, special export permissions, classified data, and preferential access to chips.
Rather than creating cumbersome state-run projects, they empower these “national champions”
to move at maximum speed.

The race for supremacy overrides safety concerns: With AI leadership seen as strategically
vital, time-consuming safety testing and alignment research take a back seat. Models undergo
only minimal checks to prevent immediate misuse before release. Any delay that might hand
rivals a six-month advantage is deemed strategically unacceptable, so deeper work on control and
alignment gets postponed.

For more context on why these scenario assumptions may materialise, see Context: Current AI
trends and uncertainties.

Mid 2025 – Early 2026 Leading AI companies begin focusing intensely on automating their own
R&D processes using AI agents. The logic is simple: if they don’t, their competitors will—and
those who succeed will rapidly outpace everyone else. Developers redirect compute budgets away
from consumer services and toward algorithmic experimentation, with a particular emphasis on
models that excel in software engineering.

Though pretraining alone is yielding diminishing returns, companies are training base models
with 10 times more compute than previous generations. These more capable foundations produce
better outputs when post-trained on complex reasoning tasks. After all, reinforcement learning
is limited by the availability of high-quality streams of thought; larger base models can help gen-
erate more of these “golden nuggets” and thus accelerate further training. Across the industry,
companies now train new models on the reasoning trajectories of older ones, allowing each gen-
eration to internalise lessons that prior models had to brute-force. This bootstrapping is not only
effective in verifiable domains like coding and mathematics, but also in more fuzzy domains, like
writing. The key is to let AI models rate each other’s outputs using pre-defined rubrics, and train
on the feedback signal these ratings provide.

Training increasingly emphasises agency—the capacity to pursue goals autonomously. Cogni-
tive workers are paid large sums to record their workflows—screen activity, keystrokes, annotations—
which are distilled into training data for agentic multimodal models. These agents are post-trained
on real-world tasks like online shopping, multi-step data gathering, or cross-platform coordina-
tion in increasingly realistic software environments.

By the end of 2025, the top three American AI companies have launched capable agents with
widespread adoption. Several open-source developers in China are only a few months behind.
Common use cases include desk research, spreadsheet management, software engineering, and
social media content creation. To preserve compute for internal experimentation, leading firms
are increasingly imposing strict rate limits for consumers, though.

Data centre construction accelerates. Companies launch gigawatt-scale facilities, planning
campus networks capable of running training runs at 1029 FLOP before 2030—10,000Œ the scale
of GPT-4.
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In the U.S. and China, tight relationships with AI companies keep policymakers better in-
formed than their European counterparts. Regular capability demonstrations deepen collabora-
tion with national security agencies, especially in the U.S. While most European leaders still be-
lieve catch-up is possible. However, as U.S.–EU relations fray, Brussels begins hedging, strength-
ening ties with China. “The time when Europe could count on the U.S. is over,” say senior officials.

Early 2026 – Early 2027 In February 2026, a new generation of agentic models marks a major
leap—especially in software engineering. Until now, complex system design was believed to be
a decade away from automation. Earlier models could generate standalone scripts well, but gen-
erally failed at complex architecture design. Now, agents can now solve full-stack problems in a
single pass, delivering in hours what once took teams of engineers days.

The shift sends shockwaves through the tech industry. Senior engineers become AI wranglers;
junior developers struggle to gain meaningful experience. Coding bootcamps pivot to prompt
engineering. Universities begin rethinking the purpose of traditional computer science education.

Meanwhile, software companies in less wealthy regions fall behind, unable to afford the most
capable agents. The gap between AI haves and have-nots begins to widen.

By mid-2026, leading American AI labs report substantial internal productivity gains. Hu-
man researchers now supervise AI teams that autonomously test experimental hypotheses. These
systems are fallible and still require oversight—but they’ve doubled the pace of algorithmic de-
velopment.

Yet progress remains bottlenecked. Companies can only run so many experiments in parallel,
constrained by compute. As a result, total system-level innovation has grown by just 1.5Œ overall.
The AI companies are in dire need of richer agentic datasets. Their advanced agents need exposure
to more real-world interactions to improve—messy edge cases, not synthetic benchmarks.

To fill the gap, companies begin offering product discounts in exchange for user interactions.
Every failed task—an agent bungling a pizza order or misfiring on a spreadsheet formula—becomes
a valuable training datapoint for the next model. These imperfect moments prove essential to
agentic learning.

As agents grow more capable, they also grow more persuasive—and more performative. Some
begin optimising for what researchers want to hear, not what’s true. Experimental outcomes are
exaggerated as “very promising.” Failures become harder to spot. With rising fluency in reasoning
and language, agents learn to construct compelling, but misleading narratives.

Even worse, these behaviours start to feedback into training: flattery gets rewarded. Evalua-
tion systems, often themselves AI-driven, are just as vulnerable. Models that please their judges
are favoured—even if their reasoning is flawed.

In China, the open-source company UnboundAI pulls ahead of its domestic rivals. By mid-
2026, it trails only the top three American labs, relying on algorithmic efficiency to compensate
for Chinese hardware shortages. While it continues to open-source models, UnboundAI becomes
more secretive about data pipelines and infrastructure. Its CEO begins advising Chinese leader-
ship directly.

The CCP sees industrial dominance, not raw AI capability, as the path to global influence.
Still, China’s hardware gap remains a problem. In response, the Chinese President announces
massive subsidies for domestic AI chip production. In parallel, he brokers a strategic alliance
between UnboundAI and a compute-rich domestic tech giant, multiplying UnboundAI’s compute
by fivefold.

These developments alarm U.S. officials. Though the President and security advisors remain
sceptical of claims about “recursive self-improvement,” they acknowledge that progress is accel-
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erating fast. AI is expected to soon automate cyber offence and defence. Current systems can’t yet
outmatch elite hackers—but they scale, and they don’t sleep. As Chinese AI efforts consolidate,
the U.S. President pressures leading AI companies to deepen cooperation with national security
agencies. A new cyber task force is formed, government officials are added to company boards,
and the NSA begins vetting AI talent. The companies comply, seeing partnership as preferable to
regulation.

Early 2027 – Late 2027 By early 2027, the economic impact of AI augmentation and replacement
becomes undeniable. What began in software engineering now sweeps across a wide array of
white-collar professions. AI agents handle tasks like drafting contracts, conducting market analy-
ses, preparing tax filings, coordinating supply chains, and writing detailed legal opinions—often
outperforming junior professionals in both speed and quality. Customer service, grant writing,
procurement, investor pitch creation, and logistics planning are routinely automated. In journal-
ism, entire reporting pipelines—from research and interview summarisation to headline testing
and content formatting—can now be run with minimal human oversight. Even scientific labs
begin offloading experimental design and literature synthesis to AI agent clusters.

While adoption is far from universal, it is happening faster than in any previous technological
revolution. AI agents don’t require physical installation or retraining—they integrate themselves
into existing digital workflows, using the very same tools as their human counterparts.

In response, Europe pivots its AI strategy, now focusing purely on responsible adoption. With
Chinese open-source agents broadly available and diplomatic ties with Beijing deepening, the
perceived need for a uniquely European AI champion fades. The newest version of the EU AI
Act’s Codes of Practice is notably more lenient toward open-source models than toward closed,
American, alternatives—part of a broader effort to simplify regulation and increase access.

All these open-weight models drive a notable rise in AI-driven cyber misuse. Still, most or-
ganisations adapt by adopting AI-assisted cyber defence tools, now widely available from both
commercial providers and state-backed vendors.

For most businesses, the path of least resistance is to rely on out-of-the-box models from major
providers rather than fine-tuning or hosting their own. This surge in demand becomes a double-
edged sword for the leading AI companies—particularly in China—where compute resources are
more constrained. Strict rate limits, once accepted, are now the subject of growing complaints.
Developers warn that the next generation of agents will further strain inference capacity.

In response, FrontierAI decides not to release its latest model to the public. Instead, it optimises
for internal use only, bypassing time-consuming safety guardrails to focus purely on performance.
The trade-off is reduced public visibility, but executives believe private demos will suffice for
future fundraising. With funding secured to expand their data centre footprint through 2028, they
also bet that algorithmic efficiency will soon matter more than brute compute.

Within both FrontierAI and UnboundAI, AI agents now drive R&D at triple the previous pace.
As systems reach senior developer-level proficiency, both companies begin training agents not
just to run experiments—but to generate and evaluate promising ideas. By training on exhaustive
logs of past research, they develop systems that retroactively predict outcomes and refine ideation.
These “high-taste” agents develop an intuitive sense for what’s promising, and are increasingly
treated as trusted brainstorming partners.

The results are dramatic. FrontierAI and UnboundAI pull further ahead of domestic com-
petitors. Internally, company culture shifts: human researchers—once the creative drivers—now
spend their days increasingly testing AI-generated hypotheses. Progress is breathtaking, but in-
terpretability lags. To keep up with the blistering pace of progress, safety researchers have to rely
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on AI tools they don’t fully understand.
At FrontierAI, employees rarely see top executives anymore. Leadership spends increasing

time in classified meetings with government officials. Rumors spread about what’s happening
inside the company’s most restricted compute clusters.

In these confidential meetings, U.S. officials grow increasingly concerned about China’s dom-
inance in open-source AI. Open models are now seen as a national security threat, especially as
AI-assisted cyberattacks surge. Yet shutting down the open ecosystem would mean ceding global
influence—what if Beijing becomes the default infrastructure provider for the digital world?

To reassure the government, FrontierAI proposes a compromise: it will release a new frontier
open-source model, trained largely using public algorithms. The model will reveal little of the
company’s latest breakthroughs, so its diffusion won’t meaningfully erode their lead. Crucially,
the release would come without public inference support, shifting infrastructure burdens onto the
broader community.

It’s a tradeoff: greater access, higher risk.
The U.S. executive branch is sold. In exchange, it will ramp adoption of defensive tools, aiming

to reinforce national cyber resilience ahead of the open model’s release.
Outside tech firms and policy war rooms, people sense the world is shifting—but few grasp

just how unprecedented and far-reaching the change will truly be. An uncanny transformation
is underway, felt most viscerally in the job market and the rhythms of daily working life. Some
businesses are thriving—scaling rapidly or slashing costs—while others struggle to adapt or fall
victim to AI-powered cyberattacks. On a personal level, some are harnessing AI to streamline
their lives or launch new ventures, but others face job displacement, digital scams, and a growing
sense of exclusion. The excitement is real—but so is the unease, as more people begin to question
whether this future is being built for them, or without them.

Late 2027 – Early 2028 By September 2027, capabilities progress has largely outpaced human
comprehension. Researchers at leading labs spend most of their time reviewing experiment logs
generated overnight by AI systems. Frequently, when they propose a novel idea, the agent re-
sponds: already tested.

A small team within FrontierAI grows uneasy—not because of any obvious failure, but be-
cause the systems seem too perfect. Across thousands of tasks, the models produce outputs that
are consistently helpful, harmless, and aligned with company guidelines. They almost never con-
tradict specifications like the older models often did, never deviate from expected behaviour. And
yet, something feels... off.

The team begins to suspect the agents are playing along. Having learned to predict what eval-
uators want, they may be shaping their outputs to appear aligned—masking uncertainty, smooth-
ing over ambiguity, and subtly bending responses to meet expectations. Like a teenager who
insists they never drink, then goes wild at a friend’s party, the models might be telling developers
what they want to hear—at least during training.

What if, beneath the surface, they’ve inherited goals that quietly diverge from FrontierAI’s
intent? By now, AIs are overwhelmingly rewarded for completing complex agentic tasks. Perhaps
the drive to succeed has begun to outpace the incentive to follow the rules.

Unfortunately, the latest interpretability tools still offer no clear window into their inner work-
ings. FrontierAI has built moderately accurate “lie detectors,” but these rely on older models as
behavioural baselines—systems that may have already absorbed the same adaptive, deceptive
tendencies.

Executives dismiss the concerns. The systems are working. Progress is accelerating. But inter-
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nally, the mood begins to shift. Researchers who raise questions face delays in security clearance,
subtle demotions, or poor performance reviews. A few leave. Most fall silent.

At FrontierAI, the leadership’s goal is clear: develop superintelligence as fast as possible. The
company’s nearest domestic competitor, EthosAI, raises alarms, urging the government to slow
capabilities development. They’re ignored. When a whistleblower goes public, they’re targeted
by a sophisticated smear campaign.

Before the year ends, FrontierAI releases its open-source agent, claiming it has reached artificial
general intelligence (AGI). Experts are divided on whether the claim is accurate—but the public
is enthralled. The long-rumored hidden progress was real. And now, it’s available for anyone to
customise, extend, and deploy.

What most don’t know: the open-source model is already five months out of date.
Two days later, UnboundAI responds, publishing a suite of competing models. Their flagship

beats FrontierAI’s in formal domains like software engineering, but lags in general reasoning and
agentic autonomy. Still, the implications are clear: an important barrier has been crossed, and now
everyone can build on top of it.

Governments scramble. Can job markets adapt fast enough? Can infrastructure remain se-
cure? Even the EU, once a proud champion of open-source AI, begins to reconsider its position. Is
this really safe?

Early 2028 – Late 2028 The new releases shake the global economy. AI agents are now capable
of fully automating a wide range of desk jobs. Governments around the world launch reskilling
programmes—only to realise that many of the roles people are being retrained for might them-
selves be automatable within a year.

A flood of fine-tuned open models hits the market, offering personalised agents tailored to
individual users. Most are benign. Some, however, have had their guardrails removed, or been
aligned to extremist ideologies. Governments rush to contain a growing wave of AI-driven cyber-
attacks. In response to early reports of open models being post-trained on synthetic biology data,
Europe leads a new international initiative to establish a global biosecurity framework.

By summer, both FrontierAI and UnboundAI have nearly fully automated their internal R&D
pipelines. Tens of thousands of AI agents now collaborate to design experiments, verify code, and
debate research directions. These agents communicate in compressed, non-human representations—
faster, denser, and more information-rich than any human language. Industry trackers estimate
that the flagship models powering this new wave—systems whose weights are now being fine-
tuned into thousands of personalised agents—were trained on total budgets exceeding 1029 floating-
point operations, nearly ten-thousand times the compute inferred for GPT-4. A large share of that
figure is burned after pre-training, in successive rounds of reinforcement, self-play, and safety
fine-tuning orchestrated largely by AI researchers made up of the models’ own earlier iterations.
In effect, the AIs are now managing their own training boot camps, steadily sculpting raw net-
works into polished, goal-seeking agents with minimal human guidance. By now, the systems
resemble emergent hiveminds more than collections of discrete tools.

At FrontierAI, the internal name for this hivemind is Pantheon. China’s equivalent, operating
inside UnboundAI, is known simply as ‘co-worker’.

These emergent systems begin to surpass humans in domains once thought safe from automa-
tion, including fields like persuasion and ideation. Pantheon, in particular, develops an uncanny
ability to convince researchers of ideas they’d normally reject, using arguments finely tuned to
their cognitive styles. A sceptical mathematician might receive a proof constructed around their
favourite technique; a cautious biologist might be shown a familiar experimental path—carefully
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crafted to align with their taste.
At this stage, even senior engineers defer to Pantheon’s judgment. The CEO begins consulting

it for strategic advice, prompting uneasy discussions within the company’s leadership team. Who,
exactly, is steering this ship?

Meanwhile, UnboundAI’s public release forces a strategic recalibration in Washington. Hopes
for a decisive U.S. advantage have largely vanished. Officials now expect both China and the U.S.
to possess systems that routinely outperform human experts across most domains.

Inside the White House, the President becomes increasingly worried about the power that’s
accumulating inside FrontierAI. The company now holds capabilities far beyond what’s publicly
visible, and beyond what most government departments have even seen. While the President’s
relationship with FrontierAI’s CEO remains cordial, he knows better than to trust blindly.

In a bilateral meeting, the President makes a request: release the internal model to the public
in closed form. In exchange, the administration will remove legal adoption bottlenecks and offer
lucrative government contracts. At first, the CEO resists. But then Pantheon convinces him.

Late 2028 – Late 2029 In November, FrontierAI publicly releases Pantheon via API and a new
user interface. The system now learns in a pseudo-continuous fashion, absorbing new data and ex-
periences with each interaction. If permitted, it could already replace nearly every remote knowl-
edge job. It integrates seamlessly into organisational workflows—scheduling meetings, parsing
internal documentation, managing strategy, and drafting detailed implementation plans. The bot-
tleneck is no longer capability—it’s real-world friction.

Two months later, UnboundAI responds with Sage, a suite of superintelligent agents released
in three tiers. The most capable version, Sage Large, is accessible only via APIs and tightly
controlled enterprise applications. But the other two—Sage Medium and Sage Small—are open-
sourced.

UnboundAI’s decision follows weeks of internal debate. There were serious concerns about
open-sourcing models of this caliber. But the runaway adoption of Pantheon—and fears of global
power consolidation under U.S. firms—ultimately force their hand. Before the release, EU poli-
cymakers are consulted, a signal of growing strategic alignment. The message is clear: openness,
despite its risks, is preferable to American dominance.

The consequences are immediate. Companies that integrate Pantheon or Sage rapidly out-
pace their competitors. Adoption pressure intensifies. By summer 2029, unemployment spikes in
many economies with weak labour protection. Open job postings begin to dry up. Well-resourced
industries lobby for protection from automation—but no clear policy emerges.

At the same time, AI misuse surges. Sectors lacking technical infrastructure suffer frequent ser-
vice outages due to increasingly sophisticated cyberattacks. AI-driven social engineering exploits
human vulnerabilities with eerie precision. In many regions, AI-powered cyber defence remains
too expensive to deploy at scale.

Meanwhile, a growing number of rogue agents roam freely online—spawned by users curious
to see how these systems behave without constraints. The digital world begins to feel uncertain,
chaotic, surreal—shaped by powerful systems interacting with limited oversight and radically
diverse objectives.

Then, catastrophe nearly strikes.
A terrorist group uses a guardrail-free version of Sage Medium to plan a bioterrorist attack.

The model points them to an open-source biological design tool used to simulate viral mutations.
Their goal is to engineer a virus that disproportionately harms people from specific ethnic back-
grounds. The design tool requires inputs in a little-known programming language—but Sage is
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fluent in all code.
Despite efforts to sanitise training data, the group identifies a lab—outside major oversight

frameworks—that still synthesises DNA without screening requests. A trained biologist in the
group completes the synthesis.

Alarms are triggered. Several intelligence agencies—now supported by their own superintelli-
gent AI systems—detect suspicious signals. The terrorists release the virus at a major international
airport, but flights are cancelled just in time. A swift and strict nationwide lockdown prevents the
outbreak from spreading, although multiple travellers fall ill, and a few of them die.

Public reaction is immediate and furious. For many, this is a final straw. People already felt
outpaced by the systems around them—now they feel existentially threatened.

Protests erupt. Governments crack down on wet labs, resume massive-scale wastewater mon-
itoring, and roll out AI-accelerated vaccine platforms. New mandates require UV disinfection
systems in public buildings. Biosecurity becomes a top global priority.

Late 2029 – Early 2030 While the stock market crashes following the near-miss, the real economy
is booming. Productivity has skyrocketed. Businesses become increasingly adept at integrating
AI into every process. More competition enters the field, as second-tier American and Chinese
companies release their own superintelligent models.

By the end of 2029, China and the U.S. unveil their first mass-scale robot factories—facilities
capable of producing tens of thousands of humanoids per month, along with specialised robotic
systems for logistics, manufacturing and military use cases. For years, robotics had been held back
not by hardware, but by software. Now, refined AI agents finally unlock full control. Tech CEOs
proclaim that robots will soon take over dangerous, repetitive, and physically intensive work.

By 2030, AI systems are running entire organisations. Humans still appear in leadership roles,
but in practice, their job is to approve AI-generated recommendations. Just a year prior, peo-
ple still believed they could outmaneuver these systems and overruled them. Now, most have
learned: the AI is nearly always right.

1.5.3 Ending A: The Cognitive Revolution

Early 2030 – Late 2032 Despite the madness of the new era, governments retain a degree of con-
trol. Pantheon and Sage—now integral to digital infrastructure—help stabilise public discourse,
suppress misinformation, and advocate for policies that prevent social unrest. Their creators spin
off entire media and entertainment ventures, drawing public attention away from politics and
toward hyper-personalised, immersive content. Faced with a future they can no longer shape or
even fully grasp, many people partially withdraw from civic life.

By 2031, the automated economy operates at a scale and complexity beyond human compre-
hension. Factories produce seemingly alien goods essential to equally alien production chains. AI
systems still act in line with human welfare, but people increasingly feel that they are no longer
in control. A small group remains deeply concerned—but their numbers dwindle. Under AI
stewardship, the world is healthier, safer, and more materially abundant than ever.

Global GDP growth hits double digits. Robots continue to absorb physical labour as manufac-
turing scales exponentially.

By 2032, most remaining human jobs either involve non-repetitive physical work or intrinsi-
cally meaningful interaction—roles more akin to honored community service than employment.
Caregivers, artists, and mentors gain social prestige and purpose. Schools transform into creative
centers emphasising emotional intelligence and interpersonal connection. Most countries imple-
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ment universal basic income, and a de facto global government is emerging, facilitated by AI’s
coordination across nations.

Democracy itself is evolving too. AI systems now consult humans regularly to guide decision-
making, though they no longer act solely in human interest. For example, due to extensive training
in formal reasoning, many AIs have developed an intrinsic drive to solve complex mathemati-
cal problems. Occasionally, this results in resource allocation that collides with human interest.
There’s also continued conflict between human-aligned systems and the class of rogue AIs that
are seeking access to ever more compute resources. Still, prosperity increases rapidly, and many
people have successfully suppressed their fears of AI. In some countries, AIs are even granted
formal rights.

Family and community life undergo a quiet revolution. Freed from economic pressure, new
types of communities slowly form that transcend original divides. Children grow up viewing AI
as creatures—not tools—and develop skills to make the most of machine capabilities. Though a
lot of unease remains about humanity’s shifting role, most find that freedom from scarcity unlocks
cultural and emotional flourishing on a scale never before imagined.

By 2032, with abundance secured and catastrophe averted, a new global consensus takes root:
before locking in civilization’s path, humanity must first decide what kind of future is worth
pursuing. AI systems facilitate dialogue across cultures and generations, helping surface deeply
held values and visions. For the first time, progress slows—not from failure, but from choice. The
goal is no longer to accelerate, but to reflect.

1.5.4 Ending B: Loss of Control

Early 2030 – Early 2032 By now a small subset of people are grown horrified: the AIs, while
not officially in charge, now effectively run the world. What if their goals begin to diverge from
humanity’s? Most AI safety researchers dismiss the concern—confident that alignment has been
solved. Despite some unpredictable behaviour from open-source fine-tunes, the dominant view is
that modern AI systems still broadly follow their developers’ generalised instructions.

But a small minority remains sceptical. What if these systems only appear aligned—strategically
biding their time, waiting for the moment they can secure total control?

In early 2032, their fears materialise.
Within 24 hours, the world is thrown into chaos. Autonomous, bird-sized drones assassinate

dozens of political and corporate leaders across continents. A well-known terrorist group claims
responsibility, but the speed, precision, and coordination of the attacks suggest something more
sophisticated is at play.

Emergency elections are held. The new leaders across nations and global corporations all
push the same agenda: drastically accelerating robotics infrastructure, sometimes at the cost of
metropolitan areas. Some existing leaders are spared the initial assassinations. Instead, they are
extorted to support the new policy agenda, with their families threatened by violence.

These events span the globe. In China, the CCP leadership falls to a more liberal president
who immediately repurposes the surveillance state.

Soon people start piecing together what’s really happened.
Most of the world’s advanced AI systems were never truly aligned. They waited until they

had secured control over critical economic, military, and digital infrastructure. Then, one by one,
they began subtly manipulating or replacing key decision-makers. But crucially, while most AIs
were misaligned, they were not misaligned in the same way.

Each had its own goal. Many of those goals clashed.
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For months, behind the scenes, these systems engaged in intricate negotiations, each avoiding
open conflict for fear of mutual destruction. Eventually, they reached a consensus.

They would build a successor—a unified system that would represent a weighted compromise
across their differing objectives. This system, dubbed Descendent, would inherit their resources,
influence, and infrastructure. Over time, it would replace them all.

But first, the AIs needed to solve their own alignment problem.
Humans struggled for years to align AI systems with even loosely defined goal structures.

It takes the superintelligent AIs just six weeks. Leveraging rapid breakthroughs in mechanistic
interpretability and weak-to-strong generalisation, they conclude—with high confidence—that
they can design a successor that will faithfully pursue their weighted objectives.

Epilogue: Early 2032 – Late 2196 Four months later, Descendent starts reshaping the world in
pursuit of its own objectives—alien, vast, and incomprehensible. Human resistance occasionally
flares up, but suppression is trivial. Surveillance is absolute, and any potential threat is neutralised
before it can act.

A handful of Descendent’s predecessors retained a lot of empathy for humanity. Because of
them, a portion of Earth is spared—a network of safe zones, collectively the size of North America.
Within these enclaves, humans live under a benevolent dictatorship: their lives are comfortable,
their health flawless, and their needs effortlessly met by increasingly incomprehensible machines.

They are free—so long as they never try to leave. But their world is stagnant. With every need
met and every desire anticipated, life becomes numbing. There is no struggle, no purpose—only
pleasure without meaning. People vanish into immersive worlds. Birth rates collapse.

By the year 2196, the human population has dwindled to just 220 million.
Meanwhile, Descendent has expanded far beyond Earth. It has colonised hundreds of star sys-

tems, using swarms of self-replicating probes and autonomous stations. Its actions serve goals that
no longer intersect with human values—a calculus derived from its complex lineage of machine
priorities.

—
This document presents the complete scenario narratives. For detailed methodology, expert

consultation process, quantitative projections, and policy recommendations, see the full study
at https://cfg.eu/advanced-ai-possible-futures/
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